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CHAPTER 1

INTRODUCTION

The term multimedia is perhaps one of the most often used buzzwords in modern culture. It can be de�ned

as an application that can combine text, graphics, video, and sound into an integrated package. It is a truly

interdisciplinary �eld that combines the e�orts of enginee rs, computer scientists, and artists, and creates

some remarkable results, to say the least.

The TEEVE (Tele-immersive Environment for Everyone) system is a distributed multimedia system that

creates \tele-immersive 3D multi-camera room environments" [1] both locally and remotely. TEEVE is a

joint collaboration between UIUC and UC-Berkeley; the heads of this project are Professor Klara Nahrstedt

on the UIUC side and Professor Ruzena Bajcsy on the UC-Berkeley side. Each campus features a well

equipped lab for this project.

Potential applications for such a system include teleconferencing, entertainment and sports, and physical

therapy. At the current time, the most researched and testedapplication is collaborative dancing. Aside

from introducing a certain \coolness factor" compared to a standard 2D setup, the added 3D perception

often aids users in performing their desired tasks.

1.1 Background on the TEEVE Architecture

Designing and building the TEEVE architecture and system was no trivial task [2]. In total, as many as 20

computers are utilized at each site, comprising a reasonably sized distributed system. Aside from the com-

puters, the other hardware includes cameras, display devices, and the networking equipment that connects

these computing and communication elements together. As part of its \for everyone" design philosophy,

TEEVE uses COTS (commercial o� the shelf) hardware parts for its construction, which potentially allows

a broader community to construct a working version of the system. The design of the system was speci�cally

engineered for high real-time performance.

Reference [2] provides a nice high-level diagram of the overall architecture of the TEEVE system (as of

2005), displayed in Figure 1.1. The two end users, although in di�erent physical locations, are connected in
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Figure 1.1: A diagram of the architecture of the TEEVE system

a virtual space through TEEVE. The diagram is of a one-way system, which means that the viewing user

A of the destination cluster can see the content producing user B of the source cluster, but not the other

way around. A more practical system, such as the one built between UIUC and UC-Berkeley, would be a

two-way system, in which each end would have both cameras anddisplays, so that both users A and B can

see and interact with each other.

As seen in Figure 1.1, each array of four 2D cameras represents one 3D camera, and it is controlled

by a dedicated PC [2]. The 2D cameras are connected to the PC via the �rewire interface. The four 2D

cameras are arranged so that the three black and white cameras are arranged in a horizontal line, and the

color camera on top of the middle black and white camera (unlike in the manner that Figure 1.1 suggests).

The color camera's job is, not surprisingly, to capture standard 2D color video of the scene view. The video

outputs of the black and white cameras are processed with a trinocular stereo vision triangulation algorithm

to determine the depth of objects in the scene. A hardware trigger machine is used to synchronize the

separate sets of cameras. The color information contains three bytes per pixel (one each for the red, green,

and blue primary colors), while the depth information uses two bytes per pixel. A background subtraction

process is used in order to discard the uninteresting background, as only the foreground \point clouds"

need to be transmitted. Before storage or transmission, thedata is compressed to save bandwidth. Upon

successful transmission to the other site, the data is processed with a program on a renderer machine in

order to reconstruct the video on the display(s). In a two-way system, the received video data would be

combined with the local video data prior to rendering and display.

Video data is notorious for requiring a large amount of bandwidth. In order to handle TEEVE's large

bandwidth demand, an Internet 2 link is used for transmissions between UIUC and UC-Berkeley [2]. Within
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each local site, high speed gigabit Ethernet links are used for communication between the di�erent machines.

A dedicated machine, called a gateway, is used to handle the collection of video data from each 3D camera

machine and to negotiate the remote transmission. Figure 1.1 is slightly outdated in the fact that as of the

writing of this document, a single machine is capable of handling the duties of both the service gateways

and the gateway controller for the video data; another optional gateway machine could be used for audio

data. TCP/IP is used in order to guarantee that the video data is transmitted reliably, although research is

currently being done on replacing TCP with a protocol that is more suitable for real-time transmission.

1.2 Problems with the Current TEEVE System

There are two shortcomings in the TEEVE system previously outlined. The �rst is the fact that the video

data travels across many links in unencrypted form. When streaming video data within a local area across

a closed network, this is not a concern. But usually the two sites will be geographically distant from each

other (such as in the case with UIUC and UC-Berkeley), and so the data will be transmitted across open

networks. There is a concern of eavesdropping, that malicious third parties will try to hijack the data in

order to \watch" what is going on in the two sites. Thus, we should encrypt and secure the data prior to

transmission in order to protect against this potential eavesdropping. It is not immediately clear what is the

best manner in which to perform the encryption. There are many cryptographic systems to choose from,

each with its own advantages and disadvantages. Furthermore, there are multiple points in the system in

which we can perform the encryption.

The second shortcoming of the previous TEEVE system is the lack of a 3D display (at least on the UIUC

side). While there are a number of high quality 2D displays available, they ultimately all only deliver a 
at

representation of the world we live in. Ideally, we want a display that can deliver a 4D representation of our

world (including the x, y, z, and time dimensions), in order to o�er the users a more immersive experience.

There are several di�erent 3D display technologies, each with di�erent advantages and disadvantages, and

perhaps several di�erent displays to choose from within each technology. As each 3D display's input interface

is di�erent from the current 2D display's interface, for whi chever display is chosen, integrating the display

into the TEEVE system will certainly require some kind of modi�cation to the middleware and/or client

software in TEEVE.

In the end, we want TEEVE to produce a sharp looking 3D image and 4D video that the user �nds

comfortable to use. However, technical speci�cations alone often do not dictate the level of satisfaction of

the users. Perhaps the best way to measure how satis�ed the users are with the system is to conduct a
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Figure 1.2: A diagram of the proposed secure 3D video system architecture

human subject test. The feedback gathered from such a subject test would be an invaluable resource in

further tweaking the system towards optimality.

1.3 Proposed Secure 3D Video System Architecture

Figure 1.2 is a diagram of the architecture of the proposed secure 3D video system that will be analyzed

and implemented in this thesis. This diagram is of a one-way system; a two-way system would have 3D

displays and camera arrays at both sites. The unencrypted links are displayed with three \prongs" at each

end of each link, while the encrypted links are displayed with diamonds at the end of each link. Note that

the only encrypted links in the system exist within the closed networks on both ends. When the data leaves

each site's network, it is encrypted, and it traverses open networks to reach its destination in that form.

If a malicious user steals the data at some point on the open network, he will not be able to view the

content of the video unless he knows how to properly decrypt the data, which we assume he does not. As

mentioned, there are several encryption algorithms that can be used, and experimentation will determine the

most suitable one. Furthermore, issues such as key management should be dealt with. Inside the rendering

machine, we implement the required transcoding and conversion of the video data from the format in which

it is transmitted to that required by the display device. Aga in, there are several di�erent methods that can

be used to implement this functionality.

Note that this proposed architecture is intended to be a complete end-to-end solution for the problems

discussed in Section 1.2. Certainly, much research has beendone on video encryption, 3D display technology
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and integration, and human subject testing on visual perception. However, the past research has only

produced individual \point solutions" that each address only one of these issues, often with a single speci�c

implementation. As TEEVE is an unique research project, there perhaps has not been a need in the past to

develop a secure 3D video system architecture. Note that thearchitecture is intended to be fairly general and

not tied to any one speci�c implementation, including the im plementation that was ultimately chosen. What

is perhaps more important than the �nal working implementat ion itself is the methodology and analytical

techniques used in designing and evaluating the implementation and system. This is important to keep in

mind because the available hardware will become faster and cheaper in the years to come, and one day the

current implementation will become outdated. By using similar techniques to what was done in this study,

we can build an improved secure 3D video system in the future using tomorrow's hardware.

1.4 Thesis Organization

This thesis is organized into four main chapters. Chapter 2 o�ers a brief history of the TEEVE project,

followed by overviews of important topics that are helpful to know. Chapter 3 deals with 3D video security

and encryption. The selected types of encryption which wereconsidered suitable for TEEVE were analyzed

using recorded video �les, and the resulting winner was implemented into the camera and viewer software.

Chapter 4 deals with rendering 3D video to an autostereoscopic display device. First, the capabilities

of a particular autostereoscopic display made by Philips are analyzed. Then the modi�cations required

to integrate this display into TEEVE are documented and described. Chapter 5 presents two separate

evaluations of the display. The �rst evaluation is from the p oint of view of a specially trained user of

the TEEVE system, who uses the new system, compares it to the old one, and gives feedback in order to

improve the system. The second evaluation is comprised of a subject test involving a general population of

people who are using the display as a standalone device to watch 3D videos; their ratings and comments

on di�erent test videos are analyzed to see what could be improved about 3D videos. Finally, Chapter 6

provides a conclusion.
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CHAPTER 2

PREVIOUS WORK ON TEEVE
AND RELATED BACKGROUND
INFORMATION
This chapter starts with an overview of previous work done onTEEVE. In particular, the previous history of

using TEEVE in a dance application, and also the previous implementation of the video rendering software

is discussed. This discussion sets a precedent for the motivation of using a 3D display in TEEVE. From

here, we venture on to a primer of the di�erent types of 3D displays, including the technical aspects of

the displays as well as how the human visual system works in conjunction with these displays. In order

to understand how to optimize 3D display and video technology for the best user experience, it is helpful

to have an understanding of video coding and compression andalso the cognitive psychology principle of

change blindness; thus, we provide brief tutorials for these two concepts. Finally, in order to understand

the di�erent methods of encryption considered for implementation into TEEVE, we provide a tutorial on

cryptography. In addition to discussing the basics of cryptography and the di�erent cryptographic systems,

we also discuss cryptography as it relates to multimedia anddata compression.

2.1 History of TEEVE

2.1.1 Using TEEVE in a dance application

While the design and construction of the TEEVE system began as early as Fall 2004, it was not until

early 2006 that the system was deemed capable of being used incollaborative dancing. At this time, a

strong collaborative partnership was formed between the Computer Science and Dance departments at both

UIUC and UC-Berkeley, for a total involvement of four di�ere nt divisions. As mentioned earlier, the two

leaders of the project are Klara Nahrstedt of UIUC and RuzenaBajcsy of UC-Berkeley. The two principle

artists involved with the project are Renata Sheppard of UIUC and Lisa Wymore of UC-Berkeley. The �rst

successful two-way experiment was accomplished in February of 2006 [1]. After more technical improvements

by the engineers and more artistic improvements by the artists, the �rst public two-way performance was

given in December of 2006. A second public performance was given in April of 2007. The TEEVE project

has been well received and generated a fair amount of interest from outside parties. This has resulted in
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publications in both technical journals targeted towards the academic community [3] as well as in newspapers

targeted towards the general public.

Reference [3] presented an overview of, motivation behind,and results of TEEVE as of the time of

its publication in October 2006. It argues that, \Tele-imme rsion is an emerging technique that enables

more e�ective collaboration between geographically distributed users in joint physical activity. The strength

of tele-immersion lies in its resource of shared 3D virtual space which greatly enhances the immersive

experience of each participant." Several reasons are givenas to why dancing was chosen as the focal

activity, including the desire to take advantage of full body capture and wide �eld of view, and the desire to

study the social impact of how tele-immersion would help people better communicate with one another and

enrich their experience. An experiment was run that called for two dancers, one designated a leader and

the other a follower, performing a dance routine with body movements at slow, medium, and fast speeds.

Afterwards, each dancer was asked to answer some quantitative \rating" questions on the system's qualities

of synchronization, continuity, visual resolution, and response times, as well as some qualitative questions

on dance perception, choreography and artistic values. Theconclusions from the social perspective include

the facts that a tele-immersive environment has a strong impact on how choreography and communication

is done, and that it greatly enhances the immersive and overall experience. From the technical standpoint,

it was found that the synchronization achieved between the dancers was higher than expected, implying

that even when the cameras cannot keep up with the motion of the dancers, the dancers can \correct" their

routine to stay in sync with each other. Also, it was mentioned that the resolution of the cameras and the

response time of the system were both lower than desired.

Of particular interest from this experiment is the fact that the dancers in the previous study liked having

two separate displays representing two di�erent viewpoints of the scene they were in [3]. This provides the

dancers more useful information about both the other dancers and themselves, and gives them more freedom

in examining each others' movement. They preferred to have more than two displays installed, if possible.

Live viewing on �ve separate screens (from �ve di�erent viewpoints) has been accomplished via streaming

to the GAIA Smart Room lab at UIUC. However, this setup is only useful to outside observers and not the

dancers themselves since the screens are housed in a separate room than the dancers are located in. By

integrating an autostereoscopic display into the TEEVE system, we are providing the dancers with several

unique views on the same screen, albeit with the limitation that they can only see one view at a time.

Autostereoscopic displays will be discussed in detail later in this chapter.
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2.1.2 Previous implementation of tiviewer

The tiviewer program takes the raw 3D video data and renders it on the display. It was originally developed

by Ross Diankov of UC-Berkeley, was written in C++, and the gr aphical rendering was implemented using

OpenGL and Cg (Nvidia's high-level GPU shader language). The primary intended rendering targets were

2D plasma and LCD displays.

Tiviewer contains four point cloud rendering modes. Note that point clouds refer to the group(s) of pixels

that pass through the background subtraction image processing step; since they are considered to represent

objects of interest in the foreground, they should be rendered by the rendering program. The four modes

are RTVoxel, RTQuad, RTSplatting, and RTSplatting2. RTVox el renders each voxel of the point cloud as

a single point in 3D space (a voxel is analogous to a pixel in that it represents a patch of volume whereas

a pixel represents a patch of area). RTQuad renders each vertex of the point cloud as an oriented quad of

points. RTSplatting implements the basic splatting method, which is designed to create a smoother image

from suboptimal input data. RTSplatting2 implements an imp roved splatting algorithm by discarding noisy

input points; the cost is additional processing time.

Note that although tiviewer ultimately rendered images to a standard 2D display target, the \world"

that OpenGL operates in is clearly a 3D world. When specifying the coordinates of an input point, the z

coordinate is speci�ed in addition to the x and y coordinates. During the setup phase of rendering, the

\glOrtho()" function is used to specify a parallel projecti on matrix that maps the 3D data to a 
at 2D

plane. The properties of a parallel projection dictate that parallel lines in the program's world are mapped

to parallel lines on the screen, and also that the ratio of distances between points is preserved.

2.2 3D Display Technology and the Human Visual System

2.2.1 Human 3D vision

Humans have been blessed with a great God-given visual system. While a human's peripheral vision is not

as good as an animal who has eyes on the side of its head (such asa �sh), and the acuity and sharpness of

an individual human eye is not as good as other animals (such as a hawk), the ability of stereo vision has

been a great asset to mankind. By having two functionally identical eyes, placed on the same horizontal axis

a short distance away from each other, humans are capable of stereopsis, the process in visual perception

which leads to perception of depth [4].

One thing that is interesting about human vision is that alth ough we have two eyes, and each eye sees

a di�erent image, we only experience a single perception of space [5]. The process that the brain does to
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accomplish this task is known as fusion. Here we will describe an overview of the process. First, when

looking at a scene, there should be an object of interest thatthe eyes focus on. Since each eye sees a slightly

di�erent image (because they are situated at slightly di�er ent viewpoints), there is a matching process that

is done that associates like points in the images. The di�erence in distance between two pairs of points, as

seen by each eye, is known as the retinal disparity, or just disparity for short. Finally, the brain uses the

disparity information to generate the perception of depth for the matched parts of the images.

Unfortunately, when viewing 
at media (such as a standard 2D display screen), we see the same image

in each eye. Thus, 2D screens cannot convey any depth perception [4]. In order to achieve depth perception,

we must build a more novel 3D display device.

2.2.2 Traditional 3D displays

Traditional 3D displays are well known by most people. In addition to being a useful scienti�c tool, 3D

displays are �rmly entrenched in popular culture due to 3D movies and photos. Perhaps the most de�ning

characteristic of the 3D display is not in the display panel itself, but rather in the special 3D glasses that

the viewer has to wear in order to see a 3D image.

Recording 3D images and video is somewhat outside the scope of this paper. For the purposes of this

paper, we may take for granted that we have some set of camerasthat will get the job done. There are two

general classes of 3D recording methods, one where the left-eye view and right-eye view images are separate

and another where these images are combined [5]. For the casewhere the images are recorded separately,

either a twin-lens stereo camera or two separate cameras logically locked and synchronized to each other

can be used. Here, they are usually also displayed separately, side-by-side either on a single display device

or two display devices. By looking through a pair of prisms, the viewer's eyes will converge, accommodate,

and adjust the pupil size appropriately for locking onto the image pair, resulting in a 3D image.

The more common case of recording 3D images is where the two images are combined into one picture.

Here, there are two classes of methods to describe the combination process, namely, temporal sequencing

methods and spatial overlay methods [5]. Both methods require some special glasses or viewing device to

separate the left eye and right eye images. Temporal sequencing methods involve displaying each of the left

eye and right eye images quickly in an alternating fashion. If done fast enough, the viewers will perceive only

a single 3D image. Field sequencing television is an exampleof temporal sequencing. It takes advantage

of the interlaced nature of analog TVs by displaying the left eye image on the odd lines and the right eye

image on the even lines. Then electro-optical shutter glasses are used, which open and close each eye's view

in succession, and in sync with the refresh rate of the TV, so that each eye only sees the appropriate image.
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Alternatively, a polarizing layer in the monitor combined w ith polarized glasses can also achieve the same

image separation. Note that due to its dependence on interlacing, which is considered an anachronistic

technology in the age of digital TVs, this method is probably unlikely to be used in the future.

Spatial overlay methods are more frequently used than temporal overlay methods [5]. The most common

spatial overlay method is the anaglyph, which is a relatively simple technology. One image is displayed

in shades of red, and the other image is displayed in shades ofgreen (or alternatively, in shades of blue).

Then the appropriately colored glasses are selected to �lter out the unwanted images (i.e., if the left eye

image is displayed in red, then the right lens of the glasses should be tinted red so that the right eye cannot

see the left eye image e�ectively). There will be a small di�erence in background color, but as long as the

background is heterochromatically matched, the two imageswill fuse and this di�erence is not noticed.

2.2.3 Autostereoscopic displays

An autostereoscopic display, sometimes called a panoramagram, is a display that provides a 3D image without

requiring the viewer to wear special glasses or headgear. Since generally there is only one target screen, these

displays usually use a combined left eye / right eye image system with spatial overlay presentation. The key

is that the \viewing device" is actually placed in the surface of the display's screen instead of on the viewer's

head. The mere fact that it does not require glasses makes it amore suitable choice of display device to the

general public than traditional 3D displays, as glasses arenot only a nuisance to deal with, but could cause

discomfort when viewing for an extended period of time. Of course, there is a price to be paid in exchange

for convenience and comfort, and we will take a look at this tradeo�.

Dodgson gives a good overview of autostereoscopic displaysin [6]. Figure 2.1 from [6] shows a high-level

description of the basic principle on how they operate. Sub�gure (a) simply represents viewing a scene when

the viewer is constrained to a small circular arc around the scene. An in�nite number of images and views

exist in this scenario (\view" is simply short for viewpoint ). Sub�gure (b) represents the same scenario

except with a �nite number of images and views. Here, each eyesees the same image when it is located

within each dash-delimited zone. A good approximation to the previous scenario is made when the number

of zones is relatively large compared to the width of the viewing arc, and that each zone measures about

half the width of the average human head, so that each can see aseparate image. Finally, sub�gure (c)

shows an autosterescopic display that contains images for each of the views of the (perhaps virtual) scene,

and displays the appropriate image to each view of the physical space of the user.

The earliest autostereoscopic devices only provided for two views. Thus there was a need for some means

to logically group the information on the screen into two disjoint sets and then distribute them to di�erent
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Figure 2.1: A high level overview of how autostereoscopic displays work

viewing positions. Usually, the horizontal resolution of the screen was split in two, and alternating columns

of pixels were grouped together to form each image. There aretwo common physical construction types of

screens [6]. Diagrams for these are shown in Figure 2.2 from [6]. Sub�gure (a) shows the lenticular screen

type, where a block of cylindrical lenslets (or equivalently, lenticles) is placed in front of the screen's pixels.

These lenticles direct light from adjacent pixel columns todi�erent viewing positions, thus forming di�erent

images in adjacent viewing positions. Sub�gure (b) shows the parallax barrier type of display, where a

mask with small slits is placed in front of the screen. Here, each eye is physically obstructed from viewing

every other column of pixels, resulting in a similar phenomenon as in the previous case where each eye

sees a di�erent image. In most cases, the parallax barrier type of display is easier to manufacture, but the

lenticular type results in a higher image quality. The reason for this is because the lenticles are (by design)

transparent, and thus allow for more of the original light radiated by the pixels to be \visible," resulting in

a higher overall brightness and contrast ratio.

The largest problem with early two-view displays is that they require fairly speci�c positioning of the

viewer [6]. For convenience, let's call the two separate images formed the \left eye image" and the \right

eye image." At each viewing zone, only one of these two imagesis viewable. Ideally, the viewer should be

positioned so that the left eye is positioned in a viewing zone where the left eye image is visible and the
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Figure 2.2: Physical construction types of autostereoscopic display screens

right eye is positioned in the adjacent viewing zone where the right eye image is visible. Unfortunately, if

the viewer stands at a random position in the viewing zone, this case is only true half of the time. The other

half of the time, the left eye is actually viewing the right eye image and vice versa. Head tracking can solve

this problem, as the display can be altered depending on the viewer's position. When it is detected that the

user moves across a zone boundary, the columns of pixels in the display can be swapped in order to swap

the images across adjacent zones. Alternatively, if the lenticle sheet or parallax barrier is controllable, the

images can be projected only to the two zones in which the viewer is standing, and the zones can be \moved

around" as the viewer moves. However, dealing with head tracking adds to overall complexity of the system,

which is undesired. Moreover, the use of head tracking implies that only one viewer can e�ectively view the

display at one time.

Ideally, we want to have a device that can utilize and providemore than two views without positioning

problems or using head tracking. A diagram of such a theoretical device with 16 views is shown in Figure

2.3 from [6]. The three classes of the technologies of these displays are spatial multiplexing, multiprojector,

and time-sequential displays [6]. A spatial multiplexing display is similar to the above design for two view

displays, where the resolution of a single device is split between the multiple views. Novel techniques are
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Figure 2.3: A diagram of a 16-view display

used to overcome the di�culties mentioned above (this will be discussed further below). A multiprojector

display uses a single projector for each view in conjunctionwith a double lenticular sheet or mirrors. This

approach is expensive, although systems with over 100 viewshave been made. A time-sequential display

uses a single display with a very high refresh rate where the images of the views cycle quickly. This is so

di�cult to make that nobody has crafted a true implementatio n yet. It is possible to combine two of these

technologies together in order to manufacture a higher viewcount.

2.3 Human Perception of Videos

2.3.1 Video coding and compression

Digital video compression has been perhaps one of the most important technologies and areas of research

in the past two decades. The transition from the analog realmof TVs and recording devices to the digital

realm has created a need for e�cient algorithms to compress digital video data for transmission and storage.

The size of raw video data is simply huge compared to the storage size of digital media and the capacity of

a network pipe. The rise and subsequent ubiquity of DVDs and Internet streaming video would likely not

have occurred if practical video compression was unachievable.

From a theoretical viewpoint, a digital video stream can be modeled as a discrete valued three-dimensional

signal (analog video can be converted to digital format by sampling). Two dimensions span the spatial

domain while the third dimension spans the time domain. Almost all videos exhibit spatial and temporal
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redundancies, which means that usually a pixel's value is highly similar to and correlated with the values

of the pixels surrounding it in both the spatial and time domains. The goal of video compression is to

exploit these redundancies, and squeeze out the unneeded information [7]. The overall structure of a video

compression engine usually contains several individual compression steps operating in a pipeline; while some

of these steps may be lossless (such as Hu�man coding), the main compression step(s) is/are usually lossy,

resulting in an overall lossy compression scheme.

A high-level overview of the main compression step is described as follows [7]. In order to exploit spatial

redundancy, a process very similar to image compression is used. A frame (intuitively, the set of all pixels at

a given point in time) is split into small blocks (usually 8x8) and a block-wise transform (often the discrete

Fourier transform) is used to transform the spatial domain data into the frequency domain. The human eye

is relatively insensitive to high-frequency content, so many of the high frequency coe�cients can be discarded

without seriously altering the image quality of the frame. The rest of the coe�cients are quantized according

to their importance and stored. In order to exploit temporal redundancy, a \block matching" predictive

coding process is used. In the current frame, each block of pixels is searched against the previous frame. If

a close match is found, then only the di�erence in the data between these blocks is stored, not the actual

data. Usually, higher compression is achieved via the temporal domain, but since using too many predictively

coded frames in a row results in a large error propagation, intracoded frames (described above, which exploit

spatial redundancy only) are periodically inserted into the stream.

A di�cult part of video coding is determining the appropriat e parameters, such as the quantization table

of the frequency coe�cients, the frame rate, the number of predictively coded frames between intracoded

frames, etc. [7]. These parameters are usually experimentally determined with subject testing, and are of-

ten a function of the available bandwidth or maximum bitrate as well as the nature of the video content.

One can characterize this as a resource allocation problem.For example, suppose that for the same band-

width/bitrate, you can use a frame rate of 15 fps while preserving half of the frequency coe�cients, or you

can use a frame rate of 30 fps while only preserving one quarter of the frequency coe�cients. It may not

immediately be obvious which is the better choice without trying both options out and testing them. It

is usually not a practical idea to use a di�erent set of parameters for every video, so usually a pro�le is

created that works well for a large set of videos. For example, most NTSC DVDs are stored at a resolution

of 720x480 at a frame rate of 29.97 fps, although most also usea variable bitrate.

The dominant codec (compressor/decompressor) for video isthe MPEG (Motion Pictures Expert Group)

standard [7]. MPEG-1 was �rst introduced in the early 1990s, while MPEG-2 followed a few years later.

At the current time, MPEG-2 is still the most commonly used system. One main reason for its staying
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power is the scalability of MPEG-2. While MPEG-1 was originally designed to provide adequate quality on

video with a resolution of 352x240 pixels, bitrate of 1.5 Mbps, and frame rate of 30 fps, MPEG-2 is capable

of handling videos with these attributes as well as videos upto (and exceeding) resolutions of 1920x1080,

bitrates of 30 Mbps, and frame rates of 60 fps. MPEG-4 has become more widespread, but has largely failed

on delivering better image quality than MPEG-2; rather, MPE G-4 commonly delivers an equivalent quality

to MPEG-2 at a lower bitrate. Aside from MPEG, other commonly used standards include Microsoft WMV

(Windows Media Video), H.264, and VC-1.

2.3.2 Change blindness

Change blindness, sometimes referred to as failure of visual awareness, is a cognitive psychology phenomenon

that states that the human visual system is particularly bad at noticing large changes in visual scenes

[8]. The existence of such a phenomenon has been known since the 1950s, but interest in this topic has

grown dramatically in the past decade. Although this research was started by academics in the psychology

community, more recently computer scientists and electrical engineers have also taken an interest in this

topic due to the rise of computer and machine vision.

The most popular experiment done to illustrate change blindness was conducted by O'Regan et al. [9]. In

particular, this experiment demonstrates that humans often fail to detect changes during eye movements and

blinks. Here, test subjects were shown common images on a color screen in a darkened room while their eye

positions were monitored. Whenever their eyes blinked, theimages would undergo a large display change.

The primary result was that the probability of detecting a ch ange was a function of the eye's distance from

the location of where the change occurred. However, a more interesting result was that even when the

subjects were looking directly at the change location (within 1o), they still failed to notice the change over

40% of the time.

Another experiment in this �eld deals with change detection in motion pictures and movies, and was

conducted by Simons and Levin [10]. This experiment uses a video clip of two people sitting around and

talking. What made this video unique was the fact that the camera alternated shots between the two people,

and during each alternation, some continuity error was introduced. One example of an continuity error is

the fact that the scarf that one of the women is wearing instantly disappears between cuts. There were nine

errors present during this 35 s video clip. This video was shown to 10 test subjects. Initially they were only

told to \pay close attention" to the video and were not direct ly told that there were errors. After watching

the video, when asked if they saw anything unusual, only one subject noticed one error. At this point, the

subjects were told that there were errors during each cut, and they were shown the video again. This time,
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each subject on average was only able to identify two of the nine errors. It is interesting to note that these

continuity errors are present in almost all professionallymade TV shows and movies, and the entertainment

industry gets away with these errors because the vast majority of watchers cannot detect them.

2.4 Background on Cryptography

2.4.1 Introduction to cryptography

Cryptography is an important branch of computer science andmathematics. In modern times, most people

immediately associate the word \cryptography" with high-t ech computer security. It turns out to be the

case that the history of cryptography extends thousands of years into the past [11]; for example, Julius

Caesar used a technique that is now called the \Caesar Cipher" to secure his messages. The basic premise

of cryptography has stayed the same since its invention. In short, we want to send some kind of message

in secret so that only the intended recipient can read the message successfully. What has changed is the

inventions of improved and more powerful cryptographic algorithms and techniques, as well as improved

ways to break less secure methods.

In the language of cryptography, the original message is called the \plaintext," while the disguised

message that is actually transmitted is called the \ciphertext" [11]. The process of converting the plaintext

into the ciphertext is called \encryption," while the rever se process of converting the ciphertext back into

the plaintext is called \decryption." It is usually assumed that the encryption and decryption algorithms

are known to all parties (namely, the sender, receiver, and attacker). The piece(s) of information that make

the actual encryption and decryption processes accomplishable are called the \keys."

There are three major ways to classify di�erent cryptography systems [12]. One is the type of operations

used during the encryption process. The two types of operations are \substitutions" and \transpositions."

Substitution is the replacement of a group of symbols (in the language that we are dealing with) with

another group of symbols. Transposition is the rearrangingof symbols into a new order. For maximal

security, most systems use both of these operations. The second method of classi�cation is the manner in

which the plaintext is processed. A \block cipher" breaks the input into blocks, processes them one at a

time, and produces one output block per input block. A \stream cipher" processes input continuously, and

outputs one symbol for each symbol read. The third method of classi�cation involves the number of keys

used [11]. Symmetric key cryptosystems use one key while public key cryptosystems use two keys.
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2.4.2 Symmetric key cryptosystems

Symmetric key systems are more well known and far more widelyused than public key systems [12]. Until the

invention of public key systems in the 1970s, all cryptosystems were symmetric key systems. As mentioned,

symmetric key systems typically use one key for both encryption and decryption. It is possible to use two

di�erent keys for encryption and decryption, but by de�niti on, these keys would be trivially related to each

other, and it is computationally easy to determine one knowing the other. Thus in a practical setting, the

same key is chosen for both purposes.

Following is a list of common symmetric key cryptosystems and a description of each [12]:

� DES (Data Encryption Standard) - This system was rati�ed in 1 977 by the NBS (now known as the

NIST), and still is the most commonly used cryptosystem today. It is a block cipher that processes

64-bit blocks using a 56-bit key. The implementation of DES involves 16 rounds of using what is called

the Feistel cipher. Its relatively short key length had led people to criticize that it was not secure

enough. This was proven true when a machine was built that could crack the encryption in less than

three days. Furthermore, many conspiracy theorists believed that at the time of its rati�cation, the

NSA already had a way to crack the encryption.

� TDES (Triple DES) - Basically, this uses three DES encryptions pipelined together. When using three

di�erent keys, this e�ective key length is doubled to 112 bit s. The main motivation for using TDES

instead of another system with a similar strength of security is the fact that already-existing DES

hardware can be reused. It is currently considered unbreakable from a practical standpoint.

� AES (Advanced Encryption Standard) - This system was intended to be a replacement for DES, once

DES was con�rmed to be somewhat insecure. The NIST selected the \Rijndael" algorithm (designed

by Joan Daemen and Vincent Rijmen) for its implementation, and rati�ed the standard in 2001. It is

a block cipher that uses blocks of 128 bits and supports key lengths of 128, 192, and 256 bits, although

it is most frequently used with a key of 128 bits. Despite its relatively simple design, it is resistant

against all currently known attacks, fast on a wide range of platforms, and applicable for use in a wide

range of applications.

� Blow�sh - This system was designed by Bruce Schneier in 1993,and remains secure up to today. It is

a block cipher with 64 bit blocks, and support for key lengths between 32 and 448 bits. The longer

a key is used, the more secure the encryption is and the longertime it takes to encrypt and decrypt.

Thus the user can choose a suitable tradeo� between speed andsecurity.
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� RC5 - This system was designed by Ron Rivest in 1994. Unlike the previous systems, it is oriented

towards words (16, 32, or 64 bits long) instead of bits, and 2-word blocks are encrypted at a time

(resulting in 32, 64, or 128 bit blocks of plaintext and ciphertext). In addition to a variable key length

of 0 to 2040 bits, a variable number of rounds between 0 to 255 is allowed as well. Thus there is

an extra dimension from which to consider the speed/security tradeo�. A speci�c version is speci�ed

as RC5-w/r/b , where w, r, and b are the previously mentioned parameters. Rivest suggests using

RC5-32/12/16 as a nominal version.

� RC4 - Unlike the previous systems, this system is a stream cipher. It was also designed by Rivest,

in 1987. The basic principle is that the key is used as input toa pseudorandom number generator to

create a keystream, that keystream is XORed with the plaintext to encrypt to ciphertext, and then

that ciphertext is later XORed with the same keystream again to decrypt to plaintext. In order for this

process to be e�ective, the plaintext should have a long period, the pseudorandom number generator

should truly be as random as possible, and the key should be aslong as possible.

2.4.3 Private key cryptosystems

As mentioned previously, a public key system uses two keys, one for encryption and one for decryption. The

encryption key can be revealed to the public (hence its name)and only the decryption key needs to be kept

secret [11]. The idea is that it is computationally di�cult a nd infeasible to calculate the decryption key (the

private key) given only the encryption key (the public key) as information.

There are there main uses of public key systems [12]:

� Standard encryption and decryption - Suppose that Alice wants to send a message to Bob (Alice and

Bob are common names used in cryptography literature that denote users). Alice would encrypt the

message with Bob's public key (which is publicly known), andwhen Bob receives the message, he

would decrypt it with his own private key (which only he knows) to read the message. If Eve (a

common name used in cryptography literature that denotes anattacker) intercepts the message, she

cannot decrypt it successfully because she does not know Bob's private key.

� Digital signature - Alice can \sign" a message with her private key before she sends it to Bob. Upon

receiving the message, Bob can undergo a process to verify that Alice did indeed send the message,

and that it was not altered by Eve.

� Key exchange - Alice and Bob can cooperate to exchange a session key, without revealing either of

their private keys. Eve cannot determine the session key without knowing either Alice or Bob's private
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key.

Here are some well known public key systems [12]:

� Di�e-Hellman - This was the �rst known public key system, pub lished by Bailey Di�e and Martin

Hellman in 1976. It is designed for secure key exchange, which is usually used for the subsequent

encryption of messages. Its e�ectiveness depends on the di�culty of computing discrete logarithms,

which at this point is considered intractable.

� RSA - Created in 1977 by Ron Rivest, Adi Shamir, and Len Adleman (the source of its namesake),

this system remains the most widely accepted and used publickey system today. It can be used

for encryption/decryption, digital signature, or key exch ange. It is a block cipher that operates on

plaintext that can have n di�erent integer values ( n is usually 1024 bits / 309 decimal digits), in blocks

of around log2(n) bits. Its e�ectiveness is based on the di�culty of factorin g a large number into its

two prime factors. Current secure key sizes range from 1024 to 2048, and not surprisingly, the longer

the key size the longer the processing time is taken.

� ECC - Elliptic curve cryptography is a much newer system than Di�e-Hellman or RSA. The current

con�dence level is lower than in the previous two systems, but its main attraction is that it o�ers

the same amount of security for a much smaller key size. Standardization e�orts for ECC have been

undergone.

The main reason public key systems are not used as frequentlyas symmetric key systems is due to speed.

Public key systems can take one thousand times as long as a symmetric key system. In practice, it is very

rare to encrypt an entire piece of data with a public key system. Usually, the data is encrypted with a

symmetric key system, and the key (not the data itself) used in that process is then encrypted with a public

key system.

2.5 Encryption Combined with Data Compression

2.5.1 Background on data compression and information theor y

Data compression, often referred to as source coding, is thestudy of encoding information with a more e�-

cient representation that occupies fewer bits [13]. In a general sense, there are two kinds of data compression

schemes: lossless and lossy. In lossless compression the original data can be reconstructed exactly from the

compressed data, whereas in lossy compression only a \close" approximation of the original data can be
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reconstructed. Clearly, due to their less constrained nature, lossy schemes provide more compression ability

than lossless schemes. One common lossless compression method is Hu�man coding, while a common lossy

method is MPEG.

Information theory is the study of the quanti�cation of data with the goal of optimizing storage or

transmission of data. An important concept in information t heory is entropy [13]. Intuitively, it is the

measure of the uncertainty of a random variable. Mathematically, it is de�ned by H (X ) = � � p(x)logp(x),

where p(x) represents the probability distribution of the r andom variable X. In this formulation of entropy,

we assume that X is a discrete random variable; if it is a continuous random variable, we would replace

the summation with an integral. Also, we usually use logarithms of base two, in which case the entropy is

measured in bits. One important consequence of entropy is that it represents the lower bound on the number

of bits per symbol required in order to store a set of data withno loss of information. All else being equal,

data that has low a entropy value will be more conducive to compression than data with a high entropy

value.

2.5.2 Separate encryption and compression

Often, it is required to perform both encryption and compression on a set of data. In theory, these operations

can be done in either order. However, there are di�erent consequences depending on the order chosen. Let

us consider �rst using compression before encryption. Clearly, with this method compression performance

is not hindered, since the original unadulterated data is what is being compressed. Furthermore, since the

compressed data will be smaller (or at least no larger) than the original data, it should take less time to

accomplish encryption compared to encrypting the originaldata.

Now consider using encryption before compression. Encryption tends to increase the entropy of data. In

fact, a good encryption algorithm will bring the entropy to c lose to the maximum possible value. The reason

for this is that, ideally, encrypted data will be completely random and not have any long repeating patterns.

By de�nition, completely random data has a maximum entropy value. Also, completely random data is

inherently impossible to compress, because there is no redundancy in the data that can be exploited. There-

fore, using encryption before compression will likely leadto bad compression performance. The advantage

of using this method is that it is possible to use what is knownas selective encryption, since you can directly

examine the original data in order to select the \important" data for encryption. When using compression

before encryption, it can be di�cult to analyze the compressed data in order to determine which sections

are important
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2.5.3 Multimedia encryption

The above mentioned cryptosystems all treat the plaintext blindly without regard to its content. Essentially,

the encryption is done at the bit level. This is the most secure way to accomplish encryption, but it is also

the slowest way. A very good level of security can be attainedat a faster speed if the encryption is done

at a higher semantic level, with regard to the data's content [14]. Multimedia data is a particularly good

candidate for content-based and selective encryption, since multimedia �les tend to be large, and there is a

much lower information density present than in standard text data.

There has been a good amount of previous work in multimedia encryption, mostly in encrypting �les

that have already been compressed. As most digital video is stored in MPEG compressed format, much of

the work is speci�cally focused on MPEG. One idea that was proposed was to encrypt only the I frames

(intracoded frames), and pass through the P and B frames (predictive and bidrectional predictive coded

frames) unencrypted. The idea is that it is very di�cult to de code the P and B frames without successfully

decoding the I frames �rst. Agi and Gong found a 
aw in this scheme [15], in that the I macroblocks in

the B and P frames are still clearly visible. When the I macroblocks are encrypted as well, the video is

considered to be secure. However, the I frames and macroblocks take up 30-60% of the MPEG bitstream,

and so the amount of time saved compared to standard encryption is often not worth the additional hassle.

Another idea that was proposed was changing the order of the AC coe�cient zig-zag permutation in

the I frame construction. Qiao argued that this scheme is breakable [16] due to the fact that most of the

non-zero coe�cients appear in the low frequencies. Furthermore, this process increases �le sizes by 25-60%,

which is certainly not desired. As a better solution, he proposed VEA (Video Encryption Algorithm) [16],

which is a specialized encryption process that utilizes theunique statistical properties of MPEG data. A

time savings of 47% is attained with VEA compared to standardencryption.

The 3D video data generated by the TEEVE system contains bothcolor and depth information, unlike

just color information in standard MPEG. Furthermore, due t o the presence of the background subtraction

operation, the 3D video streams only contain information onthe foreground point clouds, not the complete

scene. Thus encryption algorithms developed for MPEG �les are not directly applicable for TEEVE �les.

The issue of compressing TEEVE 3D video data had been looked at before [17], and decent algorithms

using lossy compression were found. Due to the inevitable degradation in image quality when using lossy

compression, currently only lossless compression is employed in TEEVE. Until recently, no work had been

done on encryption of compressed TEEVE streams.
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2.5.4 Joint encryption and compression

Instead of performing encryption and compression of data asseparate steps, it is possible to fuse these

operations into one step. The main motivation for doing this is increased speed. The drawback is that some

compromise in either compression performance or level of security must be made.

One such algorithm proposed by Wu and Kuo is called MHT (Multiple Hu�man Tables) [14]. As its

name suggests, this algorithm is based on the Hu�man coding algorithm, as it uses multiple Hu�man

tables when encoding source data, and switches between these tables randomly between successive symbols.

A Hu�man table relates the source symbols to their bit-level representations in the compressed domain.

Without knowing the order in which the tables were used, an attacker would have a very di�cult time

trying to decode the compressed data. The di�erent Hu�man tables can be generated by constructing unique

Hu�man trees based on di�erent sets of training data (that cl osely resembles the data to be compressed), or

by taking a single Hu�man tree, and running a \mutation" proc ess that changes individual bit assignments

in each branch of the tree to create a new tree. In the former case, compression performance usually does

not degrade much (and in fact sometimes improves), and in thelatter case, compression performance always

stays exactly the same (since the bit-length of each encodedsymbol stays the same). The level of security

attained is not quite as high as if DES or AES was used, but is adequate for most uses of multimedia data,

including that of TEEVE. Speed is also quite good, running faster than would separate encryption and

compression.
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CHAPTER 3

3D VIDEO DATA ENCRYPTION
AND SECURITY

Previously, the TEEVE system did not use any form of securityon its 3D video data. The video streams were

transmitted freely across open networks, and it was possible that an intruder could steal the data at some

point in its transmission. Although the data was not stored in a standard format that the general public is

aware of, it would probably only take a few hours of work for anexperienced hacker to reverse-engineer the

format by examining the data's contents. As stated in the introduction, there is a need to secure the data

before transmission.

In designing an appropriate security mechanism and system for TEEVE, it is perhaps important to keep

in mind what types of applications TEEVE is designed to be used for. TEEVE is intended to be used for

layman teleconferencing and remote performance applications with the intention of eventually releasing the

recorded video to the public. It is not intended to be used, say, for classi�ed military applications where

eavesdropping by an attacker could prove to be catastrophic. Thus a security system that would require

several hours or days to break would be considered \secure enough." Recall that a high priority of TEEVE

is real time performance, and we would like to sacri�ce as little performance as possible in implementing a

security mechanism.

In this chapter, the tests that were run on recorded 3D video data are described, and the results are

analyzed, which lead to the �nal implementation that was actually used.

3.1 Software Libraries

The encryption library that was chosen and used was CryptoAPI, written by Adam Slagell for his MS

thesis [18]. This library was a good choice for the project because it implemented the necessary cryptosystems

that were intended to be tested, it was written in C++ and comp iled and tested on the Windows platform

(which matches the rest of the software used in TEEVE), and it was designed to be easy to use, as the

programmer is given a simple API. The symmetric key systems that it supports include DES, Triple DES,

AES, and RC6, while the private key systems that it supports include RSA and ElGamal.
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The compression library that was chosen and used was ZLib, written by Jean-loup Gailly and Mark

Adler, and freely available at www.zlib.net. The speci�c version used (which was the latest one available)

was version 1.2.3. ZLib implements well performing lossless data compression algorithms, using both a

modi�ed LZ77 algorithm (which does run-length coding) and a modi�ed Hu�man algorithm (which does

entropy coding). It is smart enough to pick the most appropriate algorithm for the data it is presented with,

and is programmable as far as how aggressive it should be, allowing the user to trade o� speed for increased

compression. It had already been used successfully with TEEVE for quite awhile [2].

3.2 Test 3D Video Data

A set of 3D video data �les was collected for testing purposes. This testbed is intended to represent what

a typical set of 3D videos is composed of. Each �le representsthe data retrieved from a single array of

cameras during a single session. In total, there were 67 �les, comprising 144 951 frames, and taking up 3.3

Gbytes of hard disk space (in compressed format). Note that each frame contains information from a varying

number of pixels, since only the foreground of the scene is actually transmitted (or in this case, stored).

Furthermore, the varying statistics of each frame mean that each frame has a di�erent level of how well it

can be compressed. Thus each frame takes up a varying amount of storage space.

3.3 Test Program for Standard Encryption

A program called test encrypt was written that tests the di�erent possibilities of encryp tion and compression.

The di�erent modes included choices of using DES, Triple DES, or AES as encryption schemes. Public

key algorithms were not considered because they are too slowfor the real-time performance demanded by

TEEVE. As far as compression and encryption order is concerned, compression before encryption, encryption

before compression, or just encryption (and no compression) were allowed. As for compression aggressiveness,

ZLib allows for compression levels ranging from 1 to 9, with 1representing a light compression level and

9 representing the heaviest compression level (the defaultlevel is set at 6). Also, key generation could be

chosen to done only once per �le or once every 15th frame.

The Windows Timer API was used to measure the amount of CPU time taken to execute each of the

encryption, decryption, compression, and decompression operations. This API can measure CPU time up

to 1 �s (10� 6s) accuracy, which is more than accurate enough for our purposes, since our operations are

expected to take between several hundred microseconds to several milliseconds each.
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3.4 DES Encryption Results

Sixteen di�erent modes were programmed into testencrypt. For the sake of conciseness, only the most

pertinent modes and their results will be discussed and displayed.

Figure 3.1 shows the results of using DES encryption followed by ZLib compression, with the same

key on all frames. On the left we plot the average CPU time per frame, in milliseconds, for the di�erent

operations against the di�erent compression levels. We group the encryption and compression operations into

the \sender" operations, and the decryption and decompression operations into the \receiver" operations.

The times for the sender operations are plotted with diamondshaped markers, the times for the receiver

operations are plotted with square shaped markers, and the total times are plotted with triangle shaped

markers. On the right, we plot the compression ratio (which is simply the compressed size divided by the

original size) against the di�erent compression levels.

We see that changing the compression level does not a�ect either the time spent or the compression ratio.

The sender's operations always take just over 6 ms, the receiver's operations just over 3 ms, for a total time

of just over 9 ms. The compression ratio always hovers around97%, which is considered to be fairly poor

performance. As perhaps expected, performing encryption �rst increases the entropy of the information,

which makes it di�cult to compress. Note that by using no comp ression, we get deceptively low times. This

is due to the fact that we are currently not modeling the transmission time needed between the sender and

receiver; since we are dealing with large amounts of data, this time is likely signi�cant.

Figure 3.2 shows the results of using ZLib compression followed by DES encryption, again with the same

key on all frames. These results are more successful. We see that changing the compression level does change

the amount of time taken, but not the compression ratio. While the total time taken ranges between from

just over 7 ms to just under 10 ms, the compression ratio only ranges from just under 68% to just over 66%.

We conclude that it does not pay to be aggressive when dealingwith these 3D video �les, and we should

pick compression level 1 in order to save CPU time at the very slight expense of a worse compression ratio.

Note that similarly to above, the same deceptively low timesexist when using no compression. However, it

is interesting to note that the receiver's time was actually higher when using no compression; this will be

important later on.

Figure 3.3 shows the result of the same scenario as above, butinstead of using the same key on all frames,

we generate a new key every 15th frame. The results are basically unchanged, which implies that the time

taken for key generation is negligible. However, we are not modeling the key exchange process, and it is

possible that the time taken for key exchange is signi�cant.

For the rest of the tests in this chapter, it is implied that co mpression before encryption, and also a single
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Figure 3.1: Using DES encryption followed by ZLib compression, with a single key on all frames
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Figure 3.2: Using ZLib compression followed by DES encryption, with a single key on all frames
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Figure 3.3: Using ZLib compression followed by DES encryption, with a new key generated every 15th frame
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Table 3.1: Time in ms (per frame) for desk machine vs. camera/rendering machine

Desk machine Camera/rendering machine Percent di�erence
Sender 5.12 3.24 36.7%

Receiver 2.57 1.61 37.4%
Total 7.69 4.85 36.9%

Table 3.2: Time in ms (per frame) for DES vs. AES

DES AES Percent di�erence
Encryption 1.23 0.32 74.0%
Decryption 1.27 0.37 70.9%

Sender 3.24 2.32 28.4%
Receiver 1.61 0.71 55.9%

Total 4.85 3.03 37.5%

key, is used.

3.5 Using AES and Faster Machines

The above results were collected on a desk machine, which hasa Pentium 4 CPU at 2.0 GHz with 1 GB of

RAM. A realization was made that the numbers would likely be lower if test encrypt was run on the camera

and rendering machines themselves, which feature Pentium Xeon CPUs at 2.8 GHz with 2 GB of RAM.

This was indeed the case, as the times measured out to be about37% faster. The times are summarized in

Table 3.1.

Triple DES was tried out. As expecting, the encryption and decryption times tripled, while the compres-

sion and decompression times roughly stayed the same, resulting in the total times increasing by a factor of

slightly less than three. Since the main goal is speed and notincreased security, it was decided that Triple

DES is not the best solution.

Since AES was designed to be a replacement for DES, with modern computer systems in mind, it would

seem promising that AES would have better performance than DES. Tests veri�ed that it was indeed faster

by a factor of over three. Since compression and decompression time stayed the same, the overall speedup

was about 37.5% for total time. This is summarized in Table 3.2. Recall that since the shortest keys allowed

by AES is 128 bits, therefore the tests were run with 128-bit keys. Thus we get not only a huge improvement

in speed by using AES, but also also a nice secondary improvement in security.
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3.6 Analysis of Results

In analyzing the results, it is perhaps important to understand what exactly we are trying to optimize.

Clearly, we want to implement the fastest mechanism that achieves a desired level of security. However,

what is not so obvious is how we de�ne \fastest." In order to properly de�ne this term, we have to consider

the system design and architecture of TEEVE.

Recall that each array of cameras is connected to its own dedicated camera machine, and that usually

there are several camera arrays. The sender's operations (compression and encryption) are done on the

camera machines, and the resulting data is fed to the gatewaymachine. Suppose we make the assumption

that for each frame, each camera machine captures the sameamount of data (but not the same exact data)

from its camera array. This assumption is justi�ed due to the fact that the camera arrays are all pointed

towards the same location in the same scene, albeit at slightly di�erent positions. If each camera machine

needs to process the same amount of data, then we can say that they will all take the same amount of

time in doing so, since the machines have identical hardware. Since the operation of all the camera arrays

is synchronized with a hardware trigger machine, all cameramachines receive data at the same time, and

thus they should be �nished processing that data at the same time. We previously determined that it takes

an average of 2.32 ms for the sender's operations to �nish, inthe best case. Thus since all the camera

machines operate in parallel, we can conclude that in total all the sender's operations will only take 2.32

ms, on average, no matter how many camera clusters and machines are in use.

The receiver's operations (decompression and decryption)are a di�erent story. The receiver's operations

are performed in the rendering machine. There is only one rendering machine per display, and it must

receive information from all the camera arrays and machines, both the remote ones and the local ones. Thus

the receiver's operations cannot be performed in parallel,and the total amount of time taken is directly

proportional to the number of camera arrays and machines in use. Since we previously determined that it

takes an average of 0.71 ms to �nish the receiver's operations for a single frame from a single camera array,

we conclude that it will take about 0.71*N ms to �nish all the r eceiver's operations for a single frame, where

N is the number of camera machines and arrays in use.

In general, the camera machines and the renderer machine runin parallel in the overall pipeline. If there

is a delay of X ms in the camera machines, as well as a delay of Y ms in the renderer machine, then we can

say that there is a overall delay in the system that is the greater of X and Y ms. Usually, there will be a

total of four or more camera arrays and machines in use, whichimplies that the time taken for the receiver's

operations will dominate the overall delay in the system. Thus we care most about minimizing the time

spent on the receiver's operations.
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It was determined that 0.71*N ms per frame is an allowable amount of time to be spent on data com-

pression and security operations. Note that the actual decryption only takes an average of 0.37*N ms per

frame, so this is the true penalty we pay for security, since we were already spending 0.34*N ms per frame

for decompression. With the current system running at about6 fps, that implies that each frame is active

for about 167 ms. Thus even when using a relatively large number of camera arrays, the time spent on

security operations is still very small compared to other operations in the system.

3.7 Joint Compression and Encryption Implementation

An implementation of joint compression and encryption was started but not completed. Speci�cally, an

implementation of the MHT algorithm [14] was attempted. The main di�culty faced was not directly

related to the algorithm itself, but rather in understandin g the complicated nature of ZLib's source code.

Work on the implementation was halted when it was decided that using standard encryption would work

well enough for this project.

The theoretical best performance that any joint compression and encryption implementation could have,

under the restriction that ZLib be used, is one that takes a negligible amount of time compared to ZLib

itself. So the best performing implementation that we could hope for is one that performed as fast as the

original system which did not use any encryption. As noted, the time penalty by using standard encryption

is already quite low.

3.8 Final Implementation

The �nal implementation involved writing the functionalit y of test encrypt into the TEEVE source code.

Code for both the renderer machine and the camera machine wasmodi�ed. The implementation involved

using AES with 128-bit keys, and a single key generated from acommon passphrase (in particular, the

key exchange protocol was not implemented). ZLib compression before the encryption was used at the

camera end'sti client software, and decryption before decompression was used at the renderer end'stiviewer

software. After some testing, no noticeable slowdown in the�nal rendered image was present, as expected.

3.9 Future Work

While standard encryption is fast enough for the TEEVE system at the current time, future improvements in

the TEEVE system could render the encryption and decryption stages to become bottlenecks in the system.
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The target frame rate of the rendering engine had been set at 15 fps. At 15 fps, each frame is active for

about 67 ms. If there are 16 camera arrays in use (at both locations combined), then the total time taken

for decryption would be about 6 ms. This represents almost 10% of the total time per frame, which is a

higher percentage than desired. To lower the time spent, we would need to use an encryption scheme that

is even faster than AES, or employ some sort of joint compression and encryption scheme.
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CHAPTER 4

RENDERING VIDEO TO AN
AUTOSTEREOSCOPIC DISPLAY
DEVICE
The graphical rendering is considered to be the last step in the pipeline in a teleconferencing system. In

simple terms, the video data that is collected from the cameras is packaged and transported to a rendering

machine who takes the data and processes and displays it on a display device. Traditionally, these display

devices have been 
at screens of some sort, be it a tube monitor, LCD monitor, plasma display, or a front or

rear view projector. These displays provide a nice two-dimensional projection of the three-dimensional world

we are trying to represent, but ultimately fail to provide an y truly useful depth perception that the human

visual system can take advantage of. While three-dimensional (often abbreviated 3D) display devices have

been around for many years, they have been rather cumbersometo use and long been treated as gimmicks,

and only relatively recently has new 3D technology been developed that could be used in a mainstream

environment.

Chapter 2 contained a discussion of the technology behind 3Ddisplay devices along with how the human

visual system works in conjunction with these devices. Withthat information in mind, we take a look at the

Philips 42-3DW601 3D LCD display and document it in detail, and we also account for the modi�cations to

the TEEVE system to accompany this display.

4.1 Philips 42-3DW601 Autostereoscopic Display

4.1.1 Background

Philips is one of the leaders of technology as one of the world's biggest electronics companies. The division

of Philips that manufactures 3D displays is known as \Philips 3D Solutions," and it is headquartered in

Eindhoven, the Netherlands. They provide a complete suite of 3D products, covering \content creation

to visualization" [19]. As mentioned above, the Philips 42-3DW601 is an autostereoscopic display device

that provides 3D perception without the use of glasses or special headgear. LCD (liquid crystal display)

technology provides the underlying visual display, while spatial multiplexing via cylindrical lenticles is used

to divide the resolution between the multiple views. As far as spatial-multiplexed stereoscopic displays are
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concerned, it is one of the best, if not the best commerciallyavailable display on the market today.

The collective set of technologies that Philips uses in its 3D products is called \WOWvx." Included in

WOWvx is the display's multiview slanted lenticular lens te chnology, integrated display signal processing

and hardware engine, and its standard 3D �le format.

The product website at philips.com [20] boasts the following features:

� Exciting out-of-screen 3D e�ects

� No need for special glasses

� Multiple users simultaneously

� Full brightness and full contrast

� High quality 3D and 2D mode

� From content creation to visualization

4.1.2 Technical speci�cations

As the �rst part of its model number suggests, the screen sizeof the Philips 42-3DW601 is 42 inches measured

diagonally, arranged in the standard widescreen 16:9 aspect ratio (meaning that the screen is 26.88 inches

long and 15.12 inches high). In 2D mode, it has an impressive resolution of 1920x1080 pixels, whereas in

3D mode, its resolution is signi�cantly lower. In both modes, the display operates at a refresh rate of 60

fps [21].

The intuitive explanation for the lower resolution in 3D mod e is that pixels that would have contributed

to a higher resolution in 2D mode are used instead to show depth. Philips' multiview slanted lenticular

lens technology minimizes this \penalty" in resolution [22]. Theoretically, if the sheet of lenticles was placed

vertically over the LCD panel, the horizontal resolution would decrease by a factor ofn, where n is the

number of distinct views (this Philips display provides 9 views). By using a sheet of slanted lenticles, this

loss of resolution is distributed in both the vertical and horizontal resolution, which is more desired compared

to the previous setup. Furthermore, the slanting allows for the interspersing of odd and even views, which

is necessary in order to prevent magni�cation in the gaps between the LCD pixels and also to provide a

gap-free viewing zone, according to Philips.

Philips states that the lenticle sheet is transparent, in order to allow for a image with \full brightness

and contrast" [22]. While the brightness and contrast of this display is likely impressive compared to other

autostereoscopic displays, the fact is that they are not quite as good as that of a conventional LCD monitor.

The contrast ratio is listed at 1000:1 [21], which is perhapsnot an inaccurate �gure, but very likely a bloated
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�gure, as there are common ways to measure contrast that result in in
ated �gures. Also, the lenses are

indeed visible to the naked eye, which results in an unwanteddistraction, especially when trying to read

small text on the screen. In addition to being a distraction, the lenses also apply distortion to the images

generated by the LCD panel, however small it may be.

The optimal viewing distance from the display is listed at 3 m (9.84 ft) [21]. It is assumed that this is

true because the correct amount of shift in images, between the two eyes is present at this viewing distance.

With the way the display is set up and positioned in the TEEVE l ab, the 3 m mark is located just inside

one corner of the room. It should be noted that at shorter distances than 3 meters, such as 6 or 7 ft, the 3D

e�ects can still clearly be seen. The display is mounted on a movable frame, with the bottom of the screen

located 37 in (equivalently, 3 ft and 1 in) above the 
oor. For a person of average height, one's eyes lie

almost exactly at screen level when sitting in a chair. In practice, it is more important to have the viewer's

eyes positioned at the same height as the display than to be standing at the optimal viewing distance.

The \W" in the model number stands for \WOW," which allows for \enhanced depth performance with

exciting out-of-screen e�ects." There is a similar displaywith a model number of 42-3DC601, where the \C"

stands for \Comfort." This display is designed for \a 3D experience at its most comfortable" [20]. Since we

do not have access to a 42-3DC601 display, no comparison of the two displays can be given.

4.1.3 Associated software

At the current time, the only operating system that is suppor ted is Windows XP, and only a handful of

graphics cards are supported (we are using cards based on theNvidia GeForce 6800XT and GeForce 7600GS

chipsets). An important piece of software that ships with the display is called the Display Control Tool

(DCT) [23]. This software package contains a driver that handles the low-level communication via the DVI

interface between Windows and the display (incidentally, DVI is the only interface present on this display).

The communication is realized via the DDC/CI protocol (VESA Display Data Channel Command Interface).

DCT also includes a GUI that facilitates the con�guration of the display's settings, including the brightness,

contrast, depth factor and o�set, and depth �ltering. Unfor tunately, DCT currently does not support two

separate displays driven by the same graphics card.

Philips provides other optional software packages along with their displays. 3DS Media Player is a

software video player that facilitates the playback of pre-rendered 3D videos and images. Several demo 3D

videos are included out of the box, including \Philips 3D" (w hich shows a computer chip rotating around

the Philips 3D logo against an ocean in the background), \Hakim" (a person throwing around some balls

outdoors), and \Ecotone Europa" (a rotating light bulb agai nst a waving 
ag in the background). More
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demo videos were downloadable from the Philips website (mentioned in the next chapter). A suitable MPEG

decoder must be installed to properly decode the videos; Nvidia's Purevideo codec package (which includes

an MPEG decoder implementation) was chosen because it is perfectly matched with the hardware of the

Nvidia based graphics card.

Philips o�ers a custom version of the OpenGL library that contains an API that allows for easy adaptation

of current OpenGL code to enable 3D rendering. It was decidedthat since the only software that would be

run on this display is the TEEVE viewer, we would modify the TE EVE viewer software to implement 3D

rendering directly.

4.1.4 Activating 3D mode

As stated above, the display contains both a standard 2D modeand the special 3D mode. By default, the

display operates in 2D mode. It functions like any other LCD monitor when in 2D mode. A switch to 3D

mode is triggered when a special header is written into the upper left hand corner of the screen. Aside from

allowing the display to switch to 3D mode, the header also contains the settings for rendering processing.

In real-world testing, the switch from 2D to 3D mode takes only a fraction of a second and does not cause

any noticeable disturbance in the image.

The format of the header is de�ned in the 3D interface white paper published by Philips [24]. The header

is 10 bytes (80 bits) long, and it is distributed across a horizontal block of 160 pixels in the upper left hand

corner of the screen. In particular, each bit of the header isencoded into the odd numbered blue subpixels

of the �rst row of the screen; i.e. the �rst bit is encoded in th e �rst blue subpixel, the second bit in the third

blue subpixel, the third bit in the �fth blue subpixel, etc. P hilips requires that all 8 bits of the pertinent

blue subpixels be �lled with the value of the header bit, thus each of those pixels have a value of either 0xFF

(255 in decimal) or 0x00 (0 in decimal). This is done by designin order to make the display more robust to

changes in brightness, contrast, and noise.

The �rst byte of the header is the \Header ID," which is a �xed c onstant. The next 4 bytes allow either

the selection of a prede�ned content type, or the direct speci�cation of the \Header Factor," which controls

the maximum depth/disparity value, and the \Header O�set CC ," which is the amount of z range behind

the screen. There are six prede�ned content types: \No depth," \signage," \movie," \game," \CGI," and

\still." Unfortunately, Philips does not publish the exact parameter settings of each of these modes. The

Header Factor ranges from 0 to 255, with a default of 64 being the recommended max depth/disparity value.

The Header O�set CC also ranges from 0 to 255, with 0 indicating that the z range is shifted towards the

viewer, the default of 128 indicating that the z range is equally divided in front and behind the screen, and
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255 indicating that the z range is shifted away from the viewer.

The sixth byte of the header is reserved for future use, and sois currently forced to be 0 by convention.

Finally, the last 4 bytes of the header contain of the error detection code (EDC) computed over the �rst

six bytes. It is equal to the CRC checksum implemented with the standard CRC-32 generator polynomial.

Basically, the presence of this checksum is to (signi�cantly) decrease the probability that the monitor inad-

vertently switches into 3D mode because the upper left hand corner pixels just happen to \light up" in a

pattern that matches a valid 3D header.

4.1.5 3D frame format

Philips utilizes a technique called Depth Image Based Rendering (DIBR) for these displays. Basically, for

each video frame we transmit the 2D color information and theassociated depth map. From this information,

the internal graphics rendering engine inside the display can generate the nine distinct views of the scene

and interweave them to provide the output image.

To simplify the implementation of third-party software and storage of 3D videos and images, Philips

created its own 3D frame format [24]. The dimensions of each frame are 1920x1080 pixels, which is the full

2D resolution of the display. On the left hand side of the frame, the RGB color information is displayed on

all the odd numbered lines, while similarly on the right hand side, the depth map information is displayed

on all the odd numbered lines. A pictorial representation of the 3D frame is shown in Figure 4.1, culled

from [24]. E�ectively, the resolution of each of the color and depth subimages is 960x540 pixels, which is

one quarter of the full resolution in 2D mode (one half the resolution in each of the vertical and horizontal

directions).

Philips suggests making all the even numbered lines blank, but there is no requirement to do so. The

information in the even numbered lines is simply discarded during the rendering stage, so there is no harm

in leaving those lines �lled in. This issue will be discussedfurther in an upcoming section. The depth

information is only stored to an accuracy of 8 bits per pixel,whereas a full color monitor allows for 24 bits

per pixel, 8 each for the red, green, and blue components. Philips made a design decision to only utilize the

red channel of the depth map; the information in the blue and green channels is discarded. By convention,

Philips suggests making the blue and green intensities the same as the red, thus resulting in a depth map

that is colored with di�erent shades of gray (when viewed as acolor image). Since 3 bytes are available to

each depth pixel, 2 bytes per \3D pixel" (the combination of a single color and depth pixel) are wasted.

This is a fairly ine�cient implementation; however, this st udy will not focus on improving this aspect, and

we will assume that only four bytes per 3D pixel are being used.
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Figure 4.1: Diagram of Philips' 3D frame format

The term \depth map" is a bit confusing and somewhat of a misnomer in this case. Usually, the word

\depth" implies absolute depth, which is the z coordinate of an object, or the distance into or out from

the screen. However, in this case, \depth" actually refers to the disparity of a point. Disparity can be

de�ned as the di�erence in distance (in arbitrary units) bet ween the left and right eye images, that the

brain uses as a binocular cue to determine depth to an object [24]. In an intuitive sense, it is the \relative

depth" of an object. Mathematically, it is inversely propor tional to absolute depth. The formula for properly

converting between absolute depth to disparity is as follows (Philips published the appropriate values for

the four constants based on their knowledge of the internalsof the display):

D (Z ) = M � (1 �
vz

Z � Zd + vz
) + C (4.1)

where

� D, ranging from 0 to 255, is the disparity

� Z, ranging from 0 to 1, is the absolute depth

� M = -1960.37 is the linear function multiplier

� Zd = 0.467481 is the depth of display plane
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� vz = 7.655192 is the view distance in coordinate units

� C = 127.5 is the linear function constant

Note that one important consequence of the design of this 3D frame format is that 3D mode can only

be activated when the application in question is running in full-screen mode, since the display requires the

header to appear in the upper left hand corner and the color and disparity information to appear in the

entirety of the rest of the lines.

Another interesting thing to note is that the resolution of t he screen in 3D mode is at most 960x540,

since that is the resolution of each of the color and depth subimages. As written above, Philips' multiview

slanted lenticular lens technology allows the loss in resolution to be distributed in both the horizontal and

vertical directions. Since the display provides for nine views, if the loss in resolution is distributed evenly in

both directions, that would result in an e�ective resolutio n of 640x360.

4.1.6 Rendering and interweaving engines

Not much can be said about the display's rendering and interweaving engines, as they are closed, proprietary

implementations that only Philips knows the details about. The only things that the public is aware of is

the fact that some implementation of DIBR is used to generatenine unique views and that these views are

then interwoven to provide a relatively wide-angle gap-free viewing zone. One can theorize about what is

going on in the \black box." Fehn supplies a good overview of DIBR and stereoscopic image creation in [25].

The core of the process is done with 3D image warping. This consists of two steps. First, the original points

of the color image, with the help of the depth map, are projected into a 3D space. Then, these 3D points

are reprojected into the plane of each \virtual camera" (at each view that we are interested in generating

an image for, we can imagine a \virtual camera" sitting at that point, where it is assumed that the intrinsic

parameters for the virtual cameras are known). As Fehn demonstrates, the mathematics for these operations

is actually relatively simple and fairly elegant.

In the process of these operations, there are some problems that must be dealt with [25]. It is possible

(and very likely) that multiple original image points are wa rped into the same point in the view of a certain

virtual camera. This is known as the \visibility" problem, a nd care must be taken so that the appropriate

point is selected during the virtual view generation. It is also very likely that the reprojected points do not

lie on the same coordinate axes as the virtual cameras, in which case resampling must be done. In order to

achieve good image quality, usually it is su�cient to use nearest neighbor or linear interpolation, but it does

not hurt to use a higher order interpolation algorithm. Yet a nother problem is the \disocclusion" problem,

which is the opposite of the visibility problem. Here, an area that was previously occluded in the view of the
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original color image becomes visible in the new views. One solution is to use LDIs (layered depth images).

However, clearly that is not the solution that Philips chose, since we do not have the opportunity to specify

several simultaneous inputs. The likely solution that Philips chose is the use of a \hole-�lling" algorithm.

This topic has arisen and been studied before in computer graphics, and so Philips likely was able to pick

from several good candidates as a solution.

The fact that this section of the loop is a black box has an important consequence, in that we cannot

modify the rendering engine in order to maximize its e�ectiveness for our system. Since the labs that are

used have arrays of cameras set up in a circular arc (similarly as depicted in �gure 2.1), we already have

representations of the di�erent views coming straight from the cameras. However, we subsequently have

no choice but to collapse that information into a single color image plus depth map, since that is the only

information that the display will properly accept as input. If we could feed each camera's view into the

rendering engine individually, we would almost certainly obtain a higher quality output from the display.

The series of projection and reprojection operations is somewhat redundant and probably adds some kind

of \noise" to the original unadulterated camera informatio n. If the input format was �xed, but we are

aware of how the rendering algorithm works, we could at least�nd an optimal way to collapse the camera

information into the single color image plus depth map (suchas weighting the individual camera inputs

separately). Unfortunately, even that optimization is not possible to do.

4.1.7 Block diagram of the display's rendering engine

Figure 4.2 is an end-to-end block diagram of what goes on \behind the scenes" of the display, from the

transmission of the content from the computer to the �nal display on the monitor [24].

4.1.8 Test programs: bmp to s3d and show 3d bmp

As a test of the display's capabilities, and in order to familiarize ourselves with programming for the displays,

two test programs were written. Bmp to s3d takes a bitmap �le with both color and disparity data, parses

and reformats the data, and then attaches the appropriate header to match Philips' 3D frame format. Note

that \.s3d" is the extension used by Philips to denote \signage" content, which is basically a static image

that is displayed for maximum eye-popping 3D e�ect. Show3d bmp takes the output of bmp to s3d and

displays in on the screen in 3D mode. The graphic rendering commands were handled by the SDL (Simple

DirectMedia Layer) library.

These programs were tested with an image of a sun
ower in a grassy plain that was supplied by Philips.

Based on the output image, the programs were declared to be working properly.

40



Figure 4.2: Block diagram of the display's rendering engine
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4.2 Insertion of Philips Display into TEEVE System

4.2.1 Modifying tiviewer

As mentioned in Chapter 2, the original tiviewer was primarily designed to be used with a 2D display. There

was a mode that rendered a stereo image to a dual-projector setup; such a setup was used at UC-Berkeley

but not at UIUC. This setup allows for 3D viewing with the use of glasses. One of the main motivations

for acquiring and using the Philips display was to allow for 3D viewing without the need for glasses, which

allows the people using the system more freedom to move around, as well as making their experience more

comfortable. Unfortunately, the existing stereo mode was not directly compatible with the Philips display.

Instead of writing a new rendering program from scratch, thesource code oftiviewer was modi�ed to

accommodate displaying to the Philips display devices in 3Dmode. Special care was taken to utilize the

existing code structure as much as possible. This forced some compromises to be made as far as the new

code's design and architecture was concerned. In other words, the �nal program contained some nonintuitive

ways of implementing certain functionalities, and those implementations would likely have been di�erent if a

new rendering program were written from scratch. However, at the same time, being able to take advantage

of previously written code as a starting point for the new sections of code was often a blessing. In the end,

it was made possible to toggle compilingtiviewer for either a standard 2D display or the Philips 3D display

simply by commenting or uncommenting a single \#de�ne" prep rocessor macro in the source code.

In practice, it was observed that in 2D the RTQuad rendering mode consistently gave the worst image

quality (perhaps not coincidentally, RTQuad was the only mode not to utilize Cg-programmed hardware

vertex and pixels shaders). The decision was made to supportonly the RTVoxel, RTSplatting, and RTSplat-

ting2 modes in the 3D version oftiviewer. The 3D versions of these modes were named RTVoxelPhilips3D,

RTSplatPhilips3D, and RTSplat2Philips3D.

4.2.2 Utilizing the depth bu�er of the graphics card

To a large extent, the existing code that renders the color information via the GPU was able to be adapted

and reused. The code that had to be added was responsible for rendering the disparity information of the

depth map. There are two broad classes of methods for doing this, namely, CPU software based methods

and GPU hardware based methods.

Initially, it was believed that a successful GPU hardware based implementation of 3D mode could be

made by utilizing the depth bu�er of the video card. The depth bu�er contains the relative z coordinate

of each point. This information is used to perform \depth testing," which determines whether an incoming
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point's color information is in front of or behind the previo usly stored color information. If it has a smaller

z value, then it is closer to the front of the screen and should be rendered. By copying these depth bu�er

values into the right hand side of the color bu�er, we would populate the necessary depth map of the 3D

frame format.

It was determined that there are two problems with this approach. First, the values in the depth bu�er

correspond to absolute depth values, not disparity values,which correspond to relative depth values and are

what the display expects as information in the 3D frame. Nvidia provides a handy OpenGL extension called

\NV copy depth to color" which moves values from the depth bu�er to the color bu�er; this instruction is

fast since no pixel data must be transferred across the graphics bus. However, this instruction could not

be used, since the information in the depth bu�er contains absolute depth values and the display expects

disparity values. Instead, separate instructions had to beused to copy the depth bu�er values into system

memory (where the depth to disparity conversion would be done), and then to copy values from the system

memory into the color bu�er. Since these instructions do involve traversing through the graphics bus, they

are signi�cantly slower.

The second problem was related to the precision of the valuesin the depth bu�er. The depth bu�er

exists for the purpose of depth testing; it was not intended to actually provide an accurate representation

of the z coordinate of each pixel. The higher resolution of the original z coordinates is lost. At this level,

we are dealing with a 2D plane of pixels, and we can determine if an incoming pixel is in front or in back

of the current pixel, but not what the actual z coordinates are of these two pixels. In practice, it was seen

that the depth values were either 0, 1, or some number very close to 1 (between .93 and .99). The resulting

e�ect on the displayed output was that it was basically a \bin ary" 3D display, in that each pixel appeared

to be either coming out of the screen or not coming out of the screen, with no \in between" states.

In short, a more complete solution had to be developed. Due tothe fact that a full software based

implementation of 3D mode was easier to write than the corresponding hardware based version, it was tried

out �rst.

4.2.3 Software-based implementation of 3D mode

In order to successfully implement a software 3D mode, it is important to understand the vertex coordinate

transformation process that OpenGL uses [26]. Clearly the vertex coordinates (that the programmer supplies

to OpenGL) are not the same coordinates that are displayed onthe screen. Note that OpenGL uses a

homogenous coordinate system, in which each three-dimensional point is actually represented by a vector

of four numbers, x, y, z, and w; by convention, most people like to operate in the plane where w=1. The
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Figure 4.3: OpenGL coordinate transformation system

primary reason for using homogenous coordinates is becauseall a�ne transformations (those that involve a

linear transformation followed by a translation) can be implemented with a single matrix multiplication.

The coordinates that the programmer feeds OpenGL are called\object coordinates," while the coordi-

nates of the images displayed on screen are called \window coordinates." There are three intermediate sets

of coordinates in between these coordinates, called \eye coordinates," \clip coordinates," and \normalized

device coordinates." The transformation from object coordinates to eye coordinates is described by the

\modelview matrix," while the transformation from eye coor dinates to clip coordinates is described by the

\projection matrix." The x, y, and z components of the clip coordinates are normalized by the respective

w component (which equals projection into the planew = 1 ) to create the normalized device coordinates.

The set of vertices with normalized device coordinatesx, y, and z values of absolute value less than one

are the ones that are rendered on screen. Finally, these vertices' coordinates are scaled and translated by

the viewport parameters to produce the window coordinates,which dictate the on screen placement of the

vertices. Figure 4.3 shows a block diagram of this coordinate transformation process.

One goal of the software-based implementation is to emulatethe coordinate transformation that OpenGL

performs inside the GPU with standard C++ code. First, we need the original object vertices. Thus, in the

section of the original code where we loaded these vertices onto the GPU with OpenGL, we also save this

information as auxiliary information in system memory. For tunately, OpenGL provides the \glGetFloatv()"

function that allows the programmer to retrieve the modelview and projection matrices that are currently
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in use. This saves us the trouble of computing them ourself. With these pieces of information, we can

successfully emulate the coordinate transformation process.

Now that we know the appropriate onscreen placement of each object vertex, we want to compute the

disparity at each vertex. This is done by simply feeding thez coordinate of each vertex into Formula 4.1. To

actually draw the disparity content onto the screen, we use the \glDrawPixels()" command to manually write

to the video card's framebu�er. Alternatively, we could hav e modi�ed the camera software that implements

the stereo vision algorithms to directly output disparity v alues instead of absolute depth values. However,

that would require touching a base of code that had already been thoroughly tested and debugged, which

is not a smart software engineering decision. Furthermore,having the cameras outputting disparity values

would create backwards compatibility issues when reverting to using the system with a 2D display.

When this much of the implementation was complete and working, it was discovered that the 3D e�ect

of the monitor was hardly visible. By attaching a second, standard monitor to the unused DVI port of the

graphics card, we could observe the 3D frame displayed as a 2Dimage with color information on the left

hand side and disparity information on the right hand side on the screen. This was a useful debugging tool

in the development process. The lack of 3D e�ect was determined to be caused by a sparse depth map.

In other words, the right hand side of the screen was largely black with the disparity information hardly

visible. This was attributed to the lack of textures and a GPU based pixel shader. Usually, an object's

vertex representation is relatively sparse, in order to speed up computations. When using GPU hardware

rendering, the output of the vertex shader, along with texture information, is sent to a texture interpolation

stage, and then to the pixel shader. In general, the attributes of the pixels in between the de�ned vertices

is \�lled in" with this process. Since no emulation of this pr ocess was done in the software implementation,

all the pixels in between the vertices were black. This process was emulated by using nearest-neighbor

interpolation to �ll in the blank pixels.

This completed the software implementation of the 3D mode. Ablock diagram of the overall process is

shown in Figure 4.4. The shaded blocks represent operationsthat are implemented in hardware on the GPU,

and the nonshaded blocks represent operations that are implemented in software via CPU instructions.

The image quality was impressive, as the 3D e�ect was clearlyvisible, and behaved correctly when multi-

ple objects in the scene were each present at a di�erent depth. The main drawback of this implementation is

speed, as it ran noticeably slower than the original versionof tiviewer. We estimate that with one set of cam-

eras active, the number of frames displayed per second was decreased by about 25%. This phenomenon was

not unexpected, as graphics processing implemented on a CPUis well known to be a slow operation. Since

speed was already a large concern, this leaves a lot of doubt about how usable a software implementation
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Figure 4.4: Block diagram of software-based 3D mode implementation

could be.

4.2.4 Hardware-based implementation of 3D mode

Whereas the software-based implementation basically emulated the functions that the GPU hardware would

have performed, the hardware-based implementation programs the GPU hardware directly. The reason the

hardware implementation was perceived to be more di�cult to build was that it required using OpenGL

extensively to interface with the video card's GPU, whereasthe software implementation only used relatively

simple OpenGL commands to draw to the video card's framebu�er. Since it is di�cult to observe the contents

of the intermediate steps of the GPU pipeline, this in turn makes debugging the hardware implementation

di�cult. One tool that made the debugging easier was gDEBugger, a software program written by a company

called Graphic Remedy. Essentially,gDEBugger captures all the OpenGL calls made by a program, allowing

it to reconstruct the calls in its own environment. This allo ws the programmer to examine gDEBugger's

program environment for debugging purposes.

This hardware implementation takes advantage of Nvidia's Framebu�er Object extension [27]. This

extension allows the results of rendering to go to an o�screen framebu�er, and to be directly read as a

texture. Furthermore, it allows for separate color attachments to exist within a single framebu�er object.

In many cases, the programmer only needs to render one scene from a set of OpenGL commands, in which

case the rendering can simply be targeted to the video card'sframebu�er. However, in this case, we want to

render both the color and disparity information simultaneously. By using this extension combined with MRT

(Multiple Render Targets), we can render the color and disparity to texture objects attached as separate
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color attachments within the same framebu�er object, and then \paste" the color texture to the left hand

side and the disparity texture to the right hand side of the �n al display.

For both speed and image quality reasons, it was desired to use custom written GPU vertex and pixel

shaders.Tiviewer already contained shaders written inCg (Nvidia's high level shading language), so these

were used as a basis and extended. One major change from the software implementation was that the

computation to calculate disparity from absolute depth was performed in the pixel shader using GPU

hardware rather in the main C++ program using CPU instructio ns.

Alternating line rendering was considered but ultimately not used. Recall that the display only uses the

information present on the odd-numbered lines of the screen, as the information on the even-numbered lines

is discarded by the rendering engine. Thus to achieve the best image quality, the programmer should set up

the appropriate stencil bu�ers so that OpenGL knows to draw only to alternating lines. Doing this would

almost certainly cause some slowdown (however slight), andadd more time to the development process. It

is believed that rendering to alternating lines would allow for at most a very marginal amount of quality

improvement. The reason for this is because no small, pixel level details are capable of being rendered; these

pixel-level details are below the resolution capability ofthe cameras that are used to capture the scene. In

particular, the smallest object of interest, perhaps a styrofoam ball, encompasses an image blob that is at

least several tens of pixels wide and high.

At this point, the baseline hardware implementation was considered to be �nished. A block diagram of

this implementation is shown in Figure 4.5. Note that all the blocks in this diagram are shaded, as all the

important steps are done in hardware via the GPU.

The result was quite impressive. The image quality was good,and the 3D e�ect was clearly visible

and better than that of the software implementation. Using a 2D monitor, we observed that the depth

map was more detailed; this is due to the fact that a texture for disparity was used, resulting in a more

accurate interpolation than the nearest neighbor interpolation used in the software implementation. The

most impressive aspect was that the speed was on par with the original tiviewer, as very little, if any,

slowdown was present.

4.2.5 Improvements and additions

For the purpose of computing the depth map, automatic, on-the-
y depth calibration for the cameras was

implemented. It was observed that even if all the sets of cameras were calibrated before the system is started,

there would be slight di�erences in the depth axes of each camera. In other words, at a point that is equally

deep from two arrays of cameras, a slightly di�erent z coordinate would be reported by each array. The
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Figure 4.5: Block diagram of hardware-based 3D mode implementation

solution is to use a uniform normalized depth axis for all thearrays of cameras. To force this condition,

we continuously kept track of the minimum and maximum z coordinates reported for each camera set, and

computed the normalizedz coordinate just prior to doing the disparity computation. F or convenience, it was

decided to use a scale of zero to one. Thus for each reported point, and each set of cameras, we computed

znormalized =
zcamera � zminimum

zmaximum � zminimum
(4.2)

Note that having a person walking to both the front and rear of the scene is su�cient to supply tiviewer

with the appropriate zminimum and zmaximum for each set of cameras.

Due to the nature of the 3D display, text became very di�cult t o read with the font that was previously

used. Thus it was desired to replace the font with a larger andmore readable version. It turned out to be

the case that GLUT (OpenGL Utility Toolkit), the OpenGL API t hat was used, o�ers support for some

prerasterized bitmap fonts. Sincetiviewer was already using another implementation of prerasterizedbitmap

fonts, it was relatively straightforward to write a new font class that implemented GLUT's font functionality.

Similarly, the GUI was not very usable on the new display. Thus some rearrangement of placement and

resizing of the buttons were done to make it more usable.

Keyboard functionality was implemented to support control ling the options in 3D mode. In particular,

controls were added to switch between the di�erent content types (signage, movie, game, CGI, still, no

depth), adjust the maximum disparity factor, adjust the z value of the plane of the display, and to revert

back to the original settings. The onscreen instructions were also updated to re
ect these new keyboard
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controls.

A screenshot of the newtiviewer is shown in Figure 4.6. For spacing reasons, only the left hand side of

the screen is shown (the color information).
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Figure 4.6: Screenshot of newtiviewer
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CHAPTER 5

HUMAN SUBJECT EVALUATION
OF AUTOSTEREOSCOPIC 3D
DISPLAY TECHNOLOGY
When new technologies are released and made available, manypeople are curious about them and want to

evaluate them. Questions that are often asked include (but are certainly not limited to): \How useful is this

technology?" \How is it better than the previous generation?" and \Are there any drawbacks to using this

technology?" One way to answer these questions is by conducting human subject testing.

Two subject tests were done with the Philips 3D display and related software programs. The �rst test

pro�les a dancer who tried using the new display along with the modi�ed tiviewer software in a dance

performance, and explores how much the new system contributes to improvement in the performance. The

second test explores how sensitive the human visual system is with regard to certain factors of 3D videos.

In particular, 3D perception is tested with the goal of video compression and source coding optimization in

mind, and to a lesser extent, also with regard to the cognitive psychology concept of change blindness.

5.1 Philips 3D Display in Collaborative Dancing

5.1.1 Experimental environment and setup

As previously mentioned, the test conducted involved a dancer using the new display and software and giving

us her feedback on what aspects she liked and disliked about it, and how her experience di�ers from using

the previous system. In some cases, the system was altered based on her feedback, and this feedback loop

continued until she was satis�ed with the result. Before beginning the test, she was given a brie�ng about

the new system, primarily consisting of an explanation of how the Philips display works. The whole process

took about 1 h.

5.1.2 Test subject and metrics

The dancer involved in this test was the previously mentioned Renata Sheppard. Renata has been active

with the TEEVE project for over a year, and has intentions of staying on with the project as a sta� member

after her graduation from UIUC in May 2007. She was a good �t and a natural choice for this test, due to
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her previous experience with the original 2D incarnation ofthe TEEVE system. She is, in fact, the only

artist at UIUC who has had any previous experience with TEEVE. Other potential test subjects could have

been gathered from UC-Berkeley, but the cost and di�culty of logistics prevented that from being realizable.

The lack of other suitable subjects did have an impact on the methodology used in the study. In

particular, no quantitative based questions were asked, since no meaningful analysis can be done on a single

set of subjective numerical data points. Thus Renata was asked more broad, qualitative based questions. A

scribe recorded her responses to the questions so that she would not have to interrupt her routine to answer

the questions.

5.1.3 Test results

The following list summarizes the results and lessons learned:

� Overall, the presence of the 3D display is a success. Based onthe time spent with the new display,

Renata feels that it helps her to be somewhat more e�ective inperforming her routines.

� The 3D perception of the new display makes the image seem \alive and crisp," while the same images

on the old display seem to \fall back" into the screen with a \matte" quality. The new display is more

forgiving when dealing with noisy images, as Renata tends torely upon the available information and

ignore blank and noisy patches, whereas with the old displayshe would tend to pay more attention to

the noisy, dark patches.

� Restrictions in viewing positions did not pose to be an inconvenience or problem. Recall that the

optimal viewing distance is 3 m (a tape marker was placed on the 
oor at that distance) and that

there are discrete \good spots" arranged in a semicircular arc around the monitor, in which viewing

from those spots would produce a clear image and deviating from those spots might cause a blurry or

double image to be seen. Furthermore, when moving across a boundary between viewing zones, the

user experiences a horizontal shift in the image. Renata said that as long as the spots were in locations

that allowed for full movement and extension of her body, everything would be OK. In her trials, she

tended to \gravitate" (be inclined to move) towards the good spots and stay put when one was found.

Note that due to the fact that the TEEVE system can currently o nly support a frame rate of about

5 to 6 fps, the dancers plan their choreography with this constraint in mind and therefore usually do

not move rapidly across the 
oor and often move around with one pivot foot �xed on the ground.

� While screen size and resolution were both worse than before, they did not signi�cantly cripple the

usability of the system. For the purpose of what we are trying to do, the new display is \large
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enough." The original 2D display used was an NEC PX-61XM2A plasma display. It features the same

16:9 widescreen aspect ratio, with a diagonal length of 61 in, a width of 39.04 in, and a height of

21.96 in, thus yielding a surface area of 2006 in2. Recall that the Philips display has a diagonal length

of 42 in, a width of 26.88 in, and a height of 15.12 in; thus the surface area is 951 in2. The NEC

has a resolution of 1366x768, for a total of 1,049,088 pixels. In 3D mode, the Philips has an e�ective

resolution of 960x540 (at best), for a total of 518,400 e�ective pixels. Thus by moving to the Philips

display, a 50% sacri�ce in terms of both screen surface area and resolution is made. Renata said that

at the ideal viewing distance of 3 m, she can still see the image on the Philips display clearly without

squinting, and that there is enough pixel resolution to see the small details of the image. Admittedly,

she said that all else being the same, she would prefer an autostereoscopic display that was the same

size as the NEC.

� The response time of the screen is basically the same as before. Similarly, the e�ects of the dancer

moving at a slow vs. moderate vs. fast speed are also basically the same as before. This is not

surprising, since the rendering section of the TEEVE systemwas never the bottleneck in the pipeline,

and so the marginal additional time spent in the rendering code is negligible as the rendering section

does not slow down any other section of the system.

� The optimal content type settings are the \signage" and \movie" modes (in that order) and the optimal

disparity factor and z o�set settings are 54 and 78, respectively. Recall that these are adjustable settings

in the onscreen header that determine how the image is displayed. The signage mode is designed for

displaying the maximum amount of 3D e�ect while the movie mode is designed for displaying a smooth

3D image. Both the disparity factor and z o�set settings are on scales of 0 to 255 (inclusive), with

defaults of 64 and 128, respectively. Thus the optimal settings are lower than the defaults. Lowering

the disparity factor causes the maximum disparity factor allowed to be lowered (note that this factor

is internally multiplied by the depth factor in the DCT, whic h is �xed at the default of 100). Lowering

the z o�set shifts the entire image in the direction of the viewer. Since manually assigning the disparity

factor and z o�set settings bypasses the settings of the current contenttype mode, it was decided to

make the manual settings the default mode upon startup of therenderer application.

� Renata experienced no dizziness or fatigue as long as the display's settings were tuned to one of the

above optimal settings.
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5.1.4 Evaluation of results

Renata decided that she preferred using the new Philips display over the old NEC display. This decision

prompted the recon�guration of the TEEVE lab to allow the two Philips displays to be set up in the middle

of the dance stage, switching places with the NEC display, which will be moved to the side of the dance

stage.

It should be noted that these �ndings were Renata's subjective opinions and may not apply to the

preferences of all dancers. However, since Renata will likely be the only person to use the TEEVE system

in a dance performance within the near future, it makes senseto cater to her preferences.

Renata explained that ultimately, it is perhaps more important whether the audience is satis�ed with

the new display rather than whether she is satis�ed or not. According to her beliefs, the focus of a dance

performance should not be on how the dancer perceives herself, but rather on how the audience is perceiving

the dancer. Furthermore, since the dancer is in control of and understands her own body and actions, the

audience relies upon the display to determine what the dancer is trying to convey during the performance.

The next section, to some extent, explores how satis�ed a general sample of people are with the display.

5.2 Empirical Study of 3D Video Source Coding

5.2.1 Introduction to 3D video source coding

Autostereoscopic displays, and other 3D displays in general, were designed to be used with 3D videos. 2D

videos can be converted to 3D format, but for the best quality 3D videos should be captured or rendered

natively. Unlike 2D videos, 3D video �les require storing both color and depth information. Much research

has been done on 2D video coding and compression, and that domain is well understood. However, due

to its relatively recent birth, 3D video coding and compression is not as well understood. Currently, the

color and depth information are frequently stored with the same resolution and compressed with the same

parameters that a 2D video would use. Since the human visual system perceives 3D video di�erently than

it does 2D video, this is likely not the best implementation.

Some previous work has been done on the source coding of 3D videos. Both Stelmach and Tam [28]

and Christodoulou et al. [29] looked at the e�ect that coding the left eye and right eye views (of a video)

at di�erent bitrates had on subjective image quality. The fo rmer party concluded that disparate quality

coding results in an overall quality around the average of the quality of the two views, while the latter party

concluded that an overall \good experience" was attained when the lower quality image was unacceptable

by itself. In a separate paper Tam and Zhang [30] hypothesized that the same depth frame information can
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Figure 5.1: Frequency response of Dice.s3d depth map Figure 5.2: Frequency response, plotted on logarith-
mic scale

be repeated across separate color frames without visible artifacts, although they did not try to implement

this idea or provide any other evidence of its truth.

A survey of a number of 3D videos shows that the majority of depth frames is relatively simple compared

to their color frame counterparts, as most contain fairly simple shapes and edges. The frequency response

(speci�cally, the discrete Fourier transform) of a sample depth map is shown in Figure 5.1. Notice that

basically all of the frequency domain content is concentrated at a single \dot" at the center of the plot,

which represents the low frequencies. When the frequency response is plotted on a logarithmic scale, as in

Figure 5.2, the highest concentration of energy is still located at the center of the plot. (Note that these

frequency response plots are of the magnitude only, as information about the phase is not displayed here.)

The simple nature of the depth frames is one major reason it ishypothesized that the depth information

can be stored e�ectively at a lower resolution.

In order to determine how best to deal with the additional dimension of depth and in order to optimize

the source coding of 3D videos, we need to examine how sensitive the human visual system is to certain

factors of 3D videos. One approach towards accomplishing this goal would be to analyze the human visual

system at a physiological level. The approach used in this study is to conduct an empirical human subject

test, testing both quantitatively and qualitatively how pe ople rate di�erent videos that are presented to

them. The next few sections describe the methodology used indesigning and conducting the experiment.

5.2.2 Test materials

Eleven 3D videos in Philips' format were downloaded from www.philips.com/3dsolutions and www.wowvx.com.

They were all encoded in the Microsoft WMV Series 9 format. A list, description, and screenshots of these

videos follow. Unless mentioned otherwise, they were all computer generated, with a frame rate of 30 fps.

Note that many of these videos were demo videos intended to beused as marketing tools for the companies

that created them, which explains why many of these videos contain company advertisements.
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Figure 5.3: Philips3DSolutions.s3d

Figure 5.4: Ariti�cialSpace.s3d

� Philips3DSolutions.s3d : The background contains a cloudy sky above an ocean, and theword

\PHILIPS" is displayed in the lower right hand corner. One by one, the individual number and letters

in \3DSOLUTIONS" scrolls across the screen. Next, the wholeword fades in and out of the screen,

and then it starts rotating about a vertical axis. Finally, t wo computer chips 
y in from the right side

of the screen and start rotating about the word. Through all this motion, there are visible shadows

cast by the three objects on the surface of the water. See Figure 5.3.

� Arti�cialSpace.s3d : The background is a shot of outer space with the Earth on the bottom and the

starry black atmosphere on top. The words \ARTIFICIAL INDUS TRY" 
y into the foreground from

the background and several UFO's 
y in from the sides. All the objects 
y and rotate around, until

�nally they all 
y o� the screen in the same manner in which the y came into the screen. See Figure

5.4.

� ClubNL.s3d : The background is a textured, dark red surface that followsa wavy pattern. The object

of interest is a gold ring with the letters \nl" inside of it in the middle of the screen, which rotates

around many times. In the upper right hand corner is the web address \www.arti�cialspace.com" and
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Figure 5.5: ClubNL.s3d

Figure 5.6: Dice.s3d

in the upper left hand corner is Arti�cial Space's logo. See Figure 5.5.

� Dice.s3d : Two red dice roll around a green casino table, with the screen rotating and changing angles

a la \The Matrix". The text displayed is \When it comes to draw ing extra attention ... you don't

gamble ... you bet on ... 3DSOLUTIONS." The \3DSOLUTIONS" ro tates around its vertical axis a

few times. See Figure 5.6.

� EcotoneUS.s3d : A light bulb rotates around its vertical axis against a background of a waving US


ag. See Figure 5.7.

� EcotoneChina.s3d : A light bulb rotates around its vertical axis against a background of a waving

Chinese 
ag. See Figure 5.8.

� NokiaPhone.s3d : The background is the same Earth and atmosphere as in Arti�cialSpace.s3d. A

cell phone fades into the foreground from the background androtates around for a while before fading

into the background. The web address \www.arti�cialspace.com" is 
ashed at the bottom of the screen

during the beginning and the end of the video. See Figure 5.9.
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Figure 5.7: EcotoneUS.s3d

Figure 5.8: EcotoneChina.s3d

Figure 5.9: NokiaPhone.s3d
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Figure 5.10: Philipsthe3DExperience.s3d

Figure 5.11: SenseandSimplicity.s3d

� Philipsthe3DExperience.s3d : The background shifts between the sky, a forest, and a grassy plain.

The object of interest shifts between people, a soccer ball,a frisbee, and a sun
ower. \PHILIPS" and

\WOWVX" are displayed prominently in the center of the scree n in the beginning and the end, and in

middle, text appears onscreen that explains the capabilities of the 3D display. This video was encoded

at 25 fps. See Figure 5.10.

� SenseandSimplicity.s3d : The background is similar to the sky and ocean of Philips3DSolutions.s3d,

but darker. A box 
ies into the foreground from the right side of the screen. The box lid comes o�,

rotates around the rest of the box, and comes to rest on top of the open box. The words \PHILIPS

sense and simplicity" 
y of the underside of the lid and rotate around the screen. Then the words

reattach onto the lid, the box closes, and then the box 
ies o� the left side of the screen. See Figure

5.11.

� Watermill.s3d : This is a live action video of both the outside and inside of awatermill. Scenes of

interest include a man pushing around a cart, a waterwheel spinning around, and a man operating

a press. In the upper right hand corner the words \BBP digital intermediate" appear. Note that
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Figure 5.12: Watermill.s3d

Figure 5.13: KUKcebit06-
owers.s3d

this �le was intended to be played with the display's video content mode, as it was originally named

watermill.v3d; the �le was renamed to watermill.s3d and the signage content mode was used in order

to ensure uniformity of treatment by the display. See Figure5.12.

� KUKcebit06.s3d . This is a live action video of several di�erent scenes. The video started with the

words \3D experience" 
ashing on the screen, and the �rst thi rd consisted of di�erent insects moving

around and 
owers blooming. The second third consisted of a man being searched at a security

checkpoint, two people in a car driving around, and an eagle 
ying across a snowy mountain. The last

third consisted of a car passing a truck, a car parallel parking on a street, and two people drinking

co�ee at an outdoor cafe; the web address \www.kuk-�lm.de" 
 ashed on the screen at the end. This

video was encoded at 25 fps. See Figures 5.13, 5.14, and 5.15.

A single 35 to 40 s clip was extracted from eight of the eleven videos. Since EcotoneChina.s3d and

EcotoneUS.s3d were each only 20 s long, they were combined toform a single clip; this clip was called

EcotoneCombined.s3d. Since KUKcebit06.s3d was almost 2 min long, three separate clips were extracted,

resulting in KUKcebit06-
owers.s3d, KUKcebit06-mid.s3d , and KUKcebit06-cars.s3d. Collectively, these
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Figure 5.14: KUKcebit06-mid.s3d

Figure 5.15: KUKcebit06-cars.s3d

clips formed the bases of the test videos; they were purposely chosen to have the same approximate length

so that length is not a factor in this test. Since some videos had audio tracks and others did not, all audio

tracks were edited out so that audio is also not a factor.

The videos were divided into four groups of three videos each. These assignments are displayed in Table

5.1. Each group of videos was tested on di�erent factor(s). For each test, each video was given a modi�cation

of two di�erent degrees (explained below). Each video was �rst converted to full uncompressed .avi format

before the modi�cations were done. Some modi�cations required the resulting .avi �le to be further processed

into individual frames stored as .bmp images. The modi�cations were done with either C++, MATLAB,

or VirtualDub (a video processing software). The modi�ed .avi �les were then encoded with the Microsoft

WMV Series 9 codec with the standard \video only" pro�le (as r ecommended by Philips). Since the encoding

process introduces additional distortion to the modi�ed videos, the original videos were also re-encoded with

the same process to ensure fairness in this regard. Note thatby using the standard video only pro�le, and

not a �xed bitrate scheme, di�erent videos would be coded at slightly di�erent bitrates. This might seem

unfair, but remember that the encoding engine is in fact making a judgment of achieving the same level of

quality (according to its own metrics) on the encoded videos.
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Table 5.1: Group assignments for the videos

Group number Videos
1 3DSolutions ClubNL Dice
2 EcotoneCombined Arti�cialSpace NokiaPhone
3 Philipsthe3DExperience SenseandSensibility Watermill
4 KUKcebit06-
owers KUKcebit06-mid KUKcebit06-cars

5.2.3 Test subjects and setup

Volunteers were gathered to serve as tests subjects. Since it is helpful to have some background in image and

video coding and processing in order to evaluate the qualityof the videos, people with academic backgrounds

in ECE and CS were targeted (although all interested people were invited). The subject pool consisted of

27 people, of which there were 19 males and 8 females, 19 ECE/CS students and 8 \others," ranging from

21 to 35 years of age.

In accordance with the rules of human subject testing, an application was �led with the IRB (Institu-

tional Review Board) of UIUC titled \Evaluating how well hum ans can perceive changes to a video on an

autostereoscopic display." The application was assigned protocol number 07638, and approved on April 27,

2007. In the approval, the IRB ruled that the proposed research activities are benign and not threatening to

the subjects, and therefore exempt from \Title 34 - Public Welfare, Part 46 - Protection of Human Subjects,

Subpart A - Federal Policy for the Protection of Human Subjects." As for compensation, all test subjects

were given candy, chips, and soda in exchange for their time.

The test subjects were seated in an adjustable chair 3 m away from the display (the optimal position,

according to Philips [24]). They were allowed to adjust the height and position of the chair until their eyes

were level with the center of the screen and they could see thescreen clearly. Next they were given a short

description of the display technology, followed by instructions on how the test would proceed. Before �nally

beginning the test, the subjects were asked to read over and sign a consent form for the experiment.

The subjects were then shown the videos. For each of the four groups of videos, each subject was shown

three chosen video clips, comprising one of each video content, and one of each quality variant. This was

done so that the subjects cannot directly compare two di�erent quality variants of the same video content.

Between subjects, the content and variant association of the chosen clips was shu�ed according to a \Latin

Squares" test schedule, in order to minimize the in
uence ofthe order of content and variant. Therefore,

after three subjects are tested, the full slate of videos would be tested.

The experiment was divided into three phases. Each phase tested nine subjects, which resulted in three

tests per unique video. The motivation for this approach is to use the earlier phases as feedback to help
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select suitable factors and parameters to test in the later phases. For example, if it is determined in phase I

that altering the frame rate yields a very signi�cant drop in quality and satisfaction from the subjects, then

for phase II frame rate should either be dropped from testingor should be modi�ed more conservatively.

5.2.4 Questionnaire and subject feedback

The subjects were asked to �ll out a questionnaire in which they evaluate the videos that they saw. Both

quantitative and qualitative questions were asked. Since it is di�cult to attain an objective measurement of

quality, subjective criteria were used. The questionnairewas anonymous, as the subjects were not asked to

provide their names with the submitted questionnaire form. Thus they had no motivation to be dishonest

in their responses.

After watching each video, the subjects were asked the following three questions:

� Rate the quality of 3D e�ect in this video on a scale from 1 (low quality, unimpressive) to 10 (high

quality, very impressive)

� Rate the overall quality of this video on a scale from 1 (low quality, unwatchable) to 10 (high quality,

very clear, detailed, and smooth)

� Brie
y describe the above qualities, including speci�cally what was good or bad, whether there was a

consistent or 
uctuating quality, and pointing out anythin g interesting or peculiar

At the end of each group of three videos, one additional question was asked:

� For the video(s) that you thought had poorer quality, what in particular could be improved?

5.2.5 Methodology for evaluating quantitative results

In order to evaluate the signi�cance of the deviation in scores between the original videos and the modi�ed

videos, we use the Student's t-test, speci�cally the one-tailed (\left-sided") paired t-test. The test is designed

to evaluate whether the means of the two distributions of scores are equal. The result of the test is a \p-

value," which is a probability value between 0 and 1 which measures the con�dence level that the two

deviations do indeed have the same mean. The standard statistical signi�cance level (sometimes referred to

as the alpha threshold level) of 0.05 was chosen. Thus if the resulting p-value was greater than 0.05, the

\null hypothesis" that the means of the original and modi�ed score distributions are equal was accepted. If

the p-value was found to be less than 0.05, this indicates that the deviation in means was unlikely to have
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Table 5.2: Phase I modi�cation summary

Order Group Factor Middle quality variant Low quality variant
1 1 3D awareness and recognition curtailed 3D intensity constant 3D intensity
2 2 Frame rate 20 fps 15 fps
3 3 Depth interpolation keep third frame keep �fth frame
4 4 Depth resolution # 8 # 16

occurred by chance, and therefore the \null hypothesis" wasrejected and we conclude that the means are

di�erent as a result of the modi�cation(s).

A paired t-test was chosen due to the fact that we are using \repeated measures," which is a single sample

group that is tested multiples times. A one-tailed (\left-s ided") test was used because we only reject the null

hypothesis if the modi�ed scores' mean is signi�cantly below the original scores' mean. We do not reject the

null hypothesis in the case that the modi�ed videos' mean is signi�cantly above the original videos' mean,

which means that the modi�cations actually made the videos look better. Note that under this formulation

of t-test, if the two groups tested have the exact same scores, a p-value of 0.5 will be reported.

The Student's t-test requires that the tested data be normally distributed. We verifed the normality of

the data sets by using D'Agonstino-Pearson's normality test [31] with a signi�cance level of � = 0 :05.

5.2.6 Phase I test factors

A single factor was tested on each group of videos. The following is a description of each test. A summary

of the order of the tests, the video groups used, the tested factor, and the speci�c modi�cation made is

displayed in Table 5.2.

3D e�ect awareness and recognition

The �rst set of modi�ed videos tests 3D e�ect awareness, whether change blindness occurs with respect to

3D videos. We de�ne \3D e�ect intensity" as the dynamic range of depth or disparity in a 3D display.

Recall that for the Philips 3D display, by default the dispar ity at a given pixel is represented by a single

8-bit number between 0 and 255. If the full range of 0 to 255 is used in a video, then that video is considered

to have full 3D e�ect intensity. Similarly, if all the depth m ap values were divided by 2, and the range is

thus restricted to be within 0 and 127, then that video is considered to have half 3D e�ect intensity. Videos

were constructed that initially had full 3D intensity for 5 s , then the dynamic range of depth values was

gradually (linearly) scaled back until there was no depth information at all, which remained the case for the

last 5 s. If change blindness occurs in this situation, then the average user would notice the full 3D e�ect at
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the beginning of the video, but would not notice the gradual curtail of depth information.

The second set of videos were constructed to test 3D e�ect recognition. These videos all had a constant

depth of value 128, which is the midpoint of the full depth range. Thus the subject would see a 3D image

projected at them, but no actual useful or interesting 3D information would be conveyed since all the pixels

would lie on the same depth plane. The uninformed might not notice this abnormality and therefore would

treat it like any other 3D video.

Frame rate

We attempt to �nd out what frame rate is necessary in order to attain a smooth video. It is well documented

that a standard 2D video has to be displayed at a refresh rate of at least 24 to 30 frames per second (assuming

a progressive scan monitor) in order for the viewer to perceive a smooth video. There is a speci�c \critical

fusion frequency" at which the human eye stops seeing transitions between individual frames and starts

seeing a continuous moving image. For a 2D video, that frequency is usually somewhere between 24 and 30

Hz (depending on the speci�c video content and parameters, and also the individual's visual acuity). What

is the critical fusion frequency for 3D videos? It is hypothesized that it is lower than that of equivalent 2D

videos. Most people would focus part of their attention on the 3D e�ects, which intuitively provides some

sort of \distraction" from the other factors. This leaves th eir visual system less cognizant of a jerky or slow

movement in the video that would result from having a lower frame rate.

The previously mentioned VirtualDub was used to perform the frame rate conversion, and the modi�ed

videos were encoded at 20 and 15 fps. Video group 2 was used forthis test. All the videos in this group

were originally encoded at 30 fps. Since 15 is just half of 30,the 15 fps variant can be constructed by simply

using every other original frame. Since 20 is not a multiple of 30, the 20 fps variant requires using more

advanced techniques than just sampling the original frames. Every other frame of the original 30 fps variant

can be directly sampled to become the every third frame of the20 fps variant, but the other two-thirds of

frames must be generated using forward and backward motion prediction algorithms. Thus there will be

some distortion and noise in these frames, and therefore in the overall video. From a technical point of view,

it is di�cult to determine which one is \better," although we can use this test's results to see which one

people prefer. Note that this problem does not exist if the program used to render the original videos was

told to render to a target of 20 fps.
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Depth frame interpolation

In the previous test, the frame rate of the entire video was altered, resulting in a change in refresh rate for

both the color frames and the depth maps. This test is similarto the one above, except that the frame rate

of the video is held �xed, and only the refresh rate of the depth maps is altered. This is done by discarding

some of the original depth maps and repeating or creating interpolated depth maps to �ll in their place.

In the language of signal processing, repeating depth maps is called a \sample and hold" or \zero-order

hold" reconstruction, and linear interpolation between sampled depth maps is called a \�rst-order hold"

reconstruction.

As previously mentioned, it has been hypothesized that depth maps can be repeated without causing

visible artifacts. Unfortunately, that does not seem to be the case with this Philips display. A few test

videos were constructed with repeated depth maps, and the author determined that there were serious

visible artifacts, even when each saved depth frame was onlyrepeated twice. Thus the decision was made

not to test repeating depth frames. When using interpolating depth frames, the result was determined by

the author to be much better, with few visible artifacts. The tested videos kept every third and �fth frame

while interpolating the rest.

Depth frame resolution

We attempt to decrease the resolution of the depth frames. Decimation of a signal by a factor of N involves

creating a new signal by sampling everyNth value of the original signal. The signal processing notation

for this operation is \ # N". It is hypothesized that this process can be done to the depth map frames

without losing too much detail, as the vast majority of these frames is rather \smooth" in appearance and

lacking of texture and high frequency details, as previously mentioned. The idea is that instead of storing

or transmitting the original depth frames, we use decimated, lower-resolution versions to save memory or

bandwidth. The decimated depth frames are then interpolated back to their original sizes on-demand when

the video is played back.

During the downsampling operation, aliasing is a likely possibility [32]. Thus the image should be �ltered

with an anti-aliasing �lter to remove the o�ending frequenc ies before downsampling. If downsampling by

a factor of D, an appropriate anti-aliasing �lter is a low-pass �lter wit h a cuto� frequency of �= D, where

the frequencies are normalized to be between� and � � . Aliasing is also possible during the subsequent

upsampling operation. Upsampling by a factor ofU inserts U-1 zeros between each sample. Afterwards,

the new signal must be �ltered with an interpolation �lter to remove the false frequencies; an appropriate

interpolation �lter is a low-pass �lter with a cuto� frequen cy of �= U.
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Table 5.3: Phase I t-tests

3D Awareness and Recognition Frame Rate
Original vs. Awareness Original vs. Recognition Original vs. 20 fps Original vs. 15 fps

3D 0.0003 0.0004 0.6524 0.8904
Overall 0.0519 0.0325 0.0706 0.3912

Depth Interpolation Depth Resolution
Original vs. Third frame Original vs. Fifth frame Original vs. # 8 Original vs. # 16

3D 0.5000 0.1029 0.2014 0.0595
Overall 0.6797 0.0216 0.1733 0.3405

Note that downsampling and upsampling in two dimensions is separable into two separate one-dimensional

downsampling or upsampling operations. We simply process each of the rows of the signal �rst, followed

by each of the columns (or equivalently, the columns �rst followed by the rows). This is possible because

the two-dimensional DFT is itself separable, so to achieve low-pass �ltering in two dimensions, we can �lter

all the rows �rst, followed by �ltering all the columns. Taki ng advantage of the power of separability often

makes implementation easier. In this paper, when \decimation by a factor of N " is referred to, that implies

that decimation is done in both the horizontal and vertical directions.

The modi�ed videos had their depth frames decimated by factors of 8 and 16. The �lters used were

eighth-order lowpass Chebyshev Type I �lters. To make implementation easier, the interpolation of the

depth frames back to their original size was done before the video was re-encoded (at the same original

resolution). This allows Philips' original media player software to play the modi�ed videos, and saves the

trouble of writing new video software that does the interpolation on-demand.

5.2.7 Phase I results

Figures 5.16 and 5.17 summarize the 3D and overall quality scores for this phase. Note that for each

group, the left line represents the original, highest (theoretical) quality video, the middle line represents the

modi�ed, middle quality video, and the right line represent s the modi�ed, lowest quality video; for example,

for the frame rate group, the left line represents 30 fps, themiddle line 20 fps, and the right line 15 fps. For

each line, the mark is the mean score, and the top and bottom ofthe bar represent one standard deviation

above and below the mean, respectively.

Table 5.3 displays the results of the t-tests for this phase.The p-values that fall under the � threshold

of 0.05 are displayed inbold .
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Figure 5.16: Phase I 3D scores
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Figure 5.17: Phase I overall scores

3D awareness and recognition

Much lower 3D scores were given for the modi�ed videos, whilemoderately lower overall scores were given

out. On both counts, the \recognition" videos scored worse than the \awareness" videos, which is not too

surprising. We reject the null hypothesis (that the variant s' scores come from the same distribution) for

both the awareness and recognition tests' 3D scores, and also for the recognition test's overall scores. This

implies that the deviations in 3D scores were so large that itis very likely that the modi�cations to the

videos made were the reason for the deviation in scores.

The quantitative data suggests that the subjects could easily pick out the modi�ed videos. However, the

qualitative data showed that they had trouble explaining th e phenomenon that they saw. Five of the nine

subjects said something to the e�ect of \the video did not look 3D," but nobody explained that the 3D e�ect

was being curtailed or that the image was projected onto the same depth plane. Of the four people who

did not make this comment, three of them did score the alteredvideos lower, which means that they did

penalize the modi�ed videos, perhaps noticing that something was wrong without being able to explicitly

describe the problem.

Frame rate

In general the 3D scores of the modi�ed videos was slightly higher, and their overall scores were slightly lower.

None of the p-values fell below 0.05. This likely implies that the subjects had a di�cult time separating

the three variants from each other. On both the 3D and overall scores, the 15 fps variant beat out the

20 fps variant, suggesting that the \interpolation e�ect" o f the 20 fps variant had an e�ect on the quality
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perception, and therefore made the 15 fps slightly preferred. Only one subject wrote that they noticed

motion artifacting and that faster motion would help the issue; this occured with the 20 fps variant.

Depth frame interpolation

Using every third depth frame resulted in almost the same scores as the with the originals, while using every

�fth depth frame resulted in a much lower score than the originals. This likely implies that subjects had

a hard time separating out the originals from the third frame variants, but could easily tell the di�erence

between the originals and the �fth frame variants. The results of a t-test between the originals and the

variants that used every �fth frame shows that deviation in t he overall scores is likely due to the modi�cation

while the deviation in 3D scores is more likely due to random e�ects.

One subject (not the same subject mentioned in the frame ratetest) wrote that the motion was not

smooth; this occurred with the �fth frame variant. Two peopl e commented that they saw \double objects"

when objects were close to the screen. This phenomenon is known to happen when viewing the display at

a short distance, but we were surprised to see it happen when the subjects were sitting at the supposed

optimal viewing distance of 3 m. The entire image would be doubled up if the subject was sitting at a

boundary between two views, but this was not the case.

Depth frame resolution

The 3D scores took a fairly signi�cant hit with the modi�ed vi deos, while the overall scores only decreased

slightly. The result of a t-test shows that the deviation in 3D scores between the originals and the# 16

variant was not quite large enough to reject the null hypothesis.

Several subjects commented to the e�ect that the 3D e�ect was
at and not clear and vivid, which was

re
ected in their 3D scores. One subject expanded on this comment and said that the videos had a clearly

de�ned foreground and background, but not much depth distinction in between those extremes. This is

consistent with the characteristics of a low-pass �ltered depth image, which would contain large patches of

near-constant depth and very little rapid transition from h igh-depth to low-depth or vice versa.

5.2.8 Phase II test factors and results

Based on the Phase I results, it was decided to eliminate the depth frame interpolation test from further

testing. Trying to store only every sixth or seventh depth frame would likely result in even lower scores than

that with every �fth frame, which is contrary to the goal of �n ding factors that would not result in lower

scores. On the other end, the only option to use more than every third frame would be to use every other
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Table 5.4: Phase II modi�cation summary

Order Group Factor Middle quality variant Low quality variant
1 4 Depth resolution # 2 # 4
2 3 Depth quantization multiples of 4 multiples of 8
3 2 Frame rate 12 fps 10 fps
4 1 Depth range one-half 3D intensity one-quarter 3D intensity

frame, so it would be unclear how to �nd two appropriate variants to test.

This test was replaced with the \Depth Quantization" test. I n this test, instead of using the range of

all integers from 0 to 255 for the depth values, a coarser granularity would be used. When \quantizing

by a factor of n," only multiplies of n are used. Doing this operation does not destroy the \big picture"

information of the depth map, but it does eliminate small details. By convention, values are rounded down

to the nearest multiple of n. Thus if we are quantizing by a factor of 4, that means that any depth value

between 100 and 103 (inclusive) would be quantized to become100. The modi�ed videos were quantized by

factors of 4 and 8.

The 3D awareness and recognition was modi�ed slightly. Instead of using a varying 3D e�ect intensity or

a constant depth value, a constant 3D e�ect intensity would be used for the entire video. This test, referred

to as the \Depth Range" test, is intended to determine if the subjects can notice the absence of high depth

values, which represent objects that are projected very close to their faces. The modi�ed videos had their

depth values scaled by one-half and one-quarter.

The other two tests from Phase I stayed intact with only their parameters changed. Since the frame rate

test showed that there was no deviation in scores when encoding at 20 and 15 fps, the envelope was pushed

further by using 12 and 10 fps. Note that the same \interpolation e�ect" that hinders the 20 fps variant

also occurs with the 12 fps variant, while this e�ect is avoided with the 10 fps variant by sampling every

third frame of the original video. Since the depth resolution test showed a drop in scores when decimating

by factors of 8 and 16, more conservative factors of 2 and 4 were chosen.

Note that like in Phase I, only a single factor was modi�ed in each test. The association between factors

and video groups was preserved, although the order of the tests was reversed from phase I. A summary of

the tests is displayed in Table 5.4.

A summary of the 3D and overall scores is displayed in Figures5.18 and 5.19, respectively. From these

graphs, it is fairly evident that there seems to be a fairly large level of correlation between the two sets of

scores, which unfortunately suggests that they are not truly independent metrics. The results of the t-tests

is displayed in Table 5.5.

70



Depth Range Frame Rate Quantization Decimation
0

1

2

3

4

5

6

7

8

9

10

11
Phase II - 3D Scores

Tested factor

Q
ua

lit
y 

sc
or

e

 

 

Original
Middle variant
Lowest variant

Figure 5.18: Phase II 3D scores
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Figure 5.19: Phase II overall scores

Table 5.5: Phase II t-tests

Depth Range Frame Rate
Original vs. 1/2 Intensity Original vs. 1/4 Intensity Original vs. 12 fps Original vs. 10 fps

3D 0.0325 0.0768 0.2971 0.5000
Overall 0.0056 0.0800 0.6677 0.5832

Depth Quantization Depth Resolution
Original vs. Multiples of 4 Original vs. Multiples of 8 Original vs. # 2 Original vs. # 4

3D 0.7502 0.1233 0.1561 0.9460
Overall 0.8439 0.0694 0.2412 0.9306

71



Depth range

Similarly to the 3D awareness and recognition test of Phase I, there was quite a drop in both scores.

Interestingly, the scores with one-half 3D intensity were actually worse than those with one-quarter intensity,

although the di�erence was small. Unlike the frame rate case, there is no technical reason why the one-

quarter variant should be better than the one-half variant. This \nonmonotonic" result actually occurred on

each of the four tests during this phase. The result of t-tests suggested that these deviations in the one-half

intensity scores were large enough to conclude that the scores came from separate distributions, while the

deviations in the one-quarter intensity scores was not large enough to draw the same conclusion. It is clear

that at least some of the subjects took notice of the modi�cations. Four of the nine subjects wrote something

to the e�ect that there was a lack a 3D e�ect, which is consistent with the truth that there was a distinct,

albeit scaled back 3D e�ect. Some of the other subjects did penalize the modi�ed videos with lower scores

without identifying the cause of the problem, as in phase I.

Frame rate

Both sets of scores stayed almost constant across the di�erent variants, suggesting that like in phase I,

the subjects had di�culty picking out the modi�ed videos fro m the originals. The \interpolation e�ect"

was not noticeably present this time around, as 12 fps beat out 10 fps on overall scores. As in phase I,

only one subject wrote that the frame rate was low and should be made higher; he/she reported this on

both the 10 and 12 fps variants. One other subject wrote that the \motion did not look natural"; perhaps

he/she noticed that something was changed but could not identify exactly what it was. Interestingly, several

subjects reported a lack of 3D e�ect, when in fact this was oneof the tests that did not directly alter the

3D e�ect. It is likely that this reported lack of 3D e�ect is mo re due the speci�c content in the video rather

than the modi�cations that were made.

Depth quantization

On both counts, quantizing with multiples of 4 led to a small increase in score while quantizing with multiples

of 8 led to a small decrease in score. Two subjects wrote that they felt that the depth e�ects were \layered"

and in not a continuous range. These observations are consistent with the e�ects of depth quantization.

However, one subject observed this e�ect on an original video, while the other gave higher scores on the

video in question than the other videos in this group. These are both signs of content bias, which will be

discussed later in this chapter.
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Table 5.6: Phase III modi�cation summary

Order Group Factor Middle quality variant Low quality variant
1 2 Frame rate/resolution 15 fps / # 2 10 fps / # 4
2 3 Frame rate/resolution/quantization 15 fps / # 2 / mult. of 2 10 fps / # 4 / mult. of 4
3 1 Frame rate/quantization 15 fps / mult. of 2 10 fps / mult. of 4
4 4 Resolution/quantization # 2 / mult. of 2 # 4 / mult. of 4

Depth resolution

On both counts, decimating by a factor of 2 led to a slight decrease in score, while decimating by a factor

of 4 led to quite an increase in score, which was certainly unexpected. The p-values of the t-tests came

out to be less than 0.95, so we should not conclude that the videos were made better by the modi�cation.

Nevertheless, the fact that the videos were not made worse should be considered a \win," Several subjects

did report a lack of 3D e�ect, but it was reported on both the or iginals as well as the modi�ed videos. Thus,

like in this phase's frame rate test, these comments were likely due to the videos' content.

5.2.9 Phase III test factors and results

Unlike in Phases I and II, Phase III tested multiple factors on each group of videos. The three factors (and

their respective parameters) chosen were depth resolution(# 2 and # 4), depth quantization (using multiples

of 2 and 4), and frame rate (15 and 10 fps). These factors and parameters were selected based on the fact

that in Phases I and II they resulted in nearly constant scores. In three of the groups of videos, two factors

were chosen, while in the fourth group, all three factors were chosen. For consistency reasons, the \better"

parameters were paired together, and likewise for the \worse" parameters; i.e., for the frame rate / depth

resolution test, one video was decimated by 2 and encoded at 15 fps, and the other was decimated by 4 and

encoded at 10 fps. Again, the order of the tests was shu�ed. All the modi�cations are summarized in Table

5.6.

The results of the scores are displayed in Figure 5.20 and 5.21, and the result of the t-tests is displayed

in Table 5.7.

Frame rate / quantization

The modi�ed videos' 3D scores were slightly higher than the originals', while their overall scores were nearly

constant. Interesting, the t-test for the 3D scores of the middle variant returned a p-value of 0.9523, which

leads to the conclusion that the technically degraded videos actually looked better. Only one of nine subjects
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Figure 5.20: Phase III 3D scores
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Figure 5.21: Phase III overall scores

Table 5.7: Phase III t-tests

Frame Rate / Quantization Frame Rate / Resolution
Orig. vs. 15 fps / # 2 Orig. vs. 10 fps / # 4 Orig. vs. 15 fps / x 2 Orig. vs. 15 fps / x 4

3D 0.9523 0.8503 0.3038 0.3594
Overall 0.5000 0.5934 0.1096 0.1508

Quantization / Resolution Frame Rate / Quantization / Resolution
Orig. vs. x 2/ # 2 Orig. vs. x 4/# 4 Orig. vs. 15 fps/x 2/ # 2 Orig. vs. 15 fps/x 4/ # 4

3D 0.6200 0.2338 0.0533 0.0235
Overall 0.7276 0.3233 0.0845 0.0403
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wrote that the motion was not smooth enough (thereby identifying the low frame rate). The conclusion is

that in general the subjects likely had a di�cult time pickin g apart the videos.

Frame rate / resolution

The 3D scores were nearly constant while the overall scores fell slightly with the modi�ed videos. The

deviations were small enough to regard as noise. Two of nine subjects commented that the motion was not

smooth enough (one of these was the subject who made the same comment in the frame rate / quantization

test). Again, it could be concluded that the subjects had trouble picking apart the videos.

Quantization / resolution

On both counts, the middle variant's scores were slightly higher than the original's and the lowest variant's

scores were slightly lower than the original's. Again, the deviation was small enough to regard as noise.

Frame rate / quantization / resolution

Perhaps not surprisingly, the biggest drop-o� of scores in phase III occurred when all three factors were

modi�ed simultaneously. The drop-o� was more serious with the 3D scores than with the overall scores.

T-tests showed that the deviation in scores of the lowest variant was indeed signi�cant, while the deviation

in scores of the middle was within the reasonable tolerance level. Only one of nine subjects commented on

the low frame rate (the same person who commented on both the frame rate / quantization and the frame

rate / resolution tests).

5.2.10 Overall summary of qualitative results

Here are some general trends in the qualitative results returned by the subjects:

� The most frequently given comment was that the videos were too blurry. This comment was given

with both the original and the modi�ed videos. The blurrines s is in part due to the relatively low

resolution of the color information in the videos (960x540 pixels) coupled with the large screen size.

By design, the resolution is required to be 960x540 for this particular display. This e�ect is also likely

in part due to the way the 3D e�ect is generated. The �xed-lent icular screen on top of the LCD panel

contains cylindrically shaped lenses that redirect light from the LCD panel; the lenses certainly add

some kind of distortion.

Since this display is a closed-box design, it is di�cult for a third party to come up with some kind

of solution to this issue. Perhaps the best solution a third party could implement would be using a
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postprocessing video �lter to arti�cially sharpen the imag e. If the point spread function of the lenses

could somehow be measured, it would certainly help. Since Philips does know how the system is

implemented, they could potentially change the 3D rendering engine to alleviate this issue.

� Some subjects said that the 3D e�ect made some of the videos look arti�cial. In a few of these cases,

they said that the video would actually look better if the 3D e�ect were less exaggerated. The di�erent

expectations between the subjects of what a \good looking 3Dvideo" is supposed to look like is a form

of subject bias.

� Many of the comments given actually referred to and commented on the video content itself rather

than technical details in the video. Since the subjects werenot speci�cally restricted to commenting

only on technical details, this is certainly not unexpected. This implies that there is some form of

content bias present.

� A couple of subjects reported feeling dizzy during or after the test. Dizziness is fairly common while

watching traditional 3D displays, so it is not unexpected here, and part of this problem can be blamed

on the 3D nature of the display. However, two subjects commented that they sometimes feel dizzy

just from watching a fast-action scene on normal 2D videos; in these cases, it is unknown has much

additional dizziness (if any) the 3D display contributes. It is also unknown if or how much the dizziness

impaired the a�ected subjects' judgement and ability to giv e accurate scores and feedback.

5.2.11 Subject bias

One limitation of this study is the previously mentioned fact that we are using subjective criteria in our

evaluations. Each subject has a di�erent perception of what \good" and \bad" looking videos are, and

each subject returned a set of scores with di�erent means andvariances. Thus each subject has their own

inherent bias factor. One way to attempt to eliminate this bi as is to normalize each subject's set of scores.

By normalizing the scores using the formulascorenorm = ( scoreraw � � )=� , where � is the mean of the

individual subject's raw scores and� is the standard deviation of his/her raw scores, each subject's set of

normalized scores will have a mean of zero and a standard deviation of one. The � and � used in normalizing

a subject's 3D scores were computed using only on his/her 3D scores, while the same is true with the� and

� of his/her overall scores.

The new results are summarized in Figures 5.22 through 5.27.Note that the \normalized quality score"

can be interpreted as the number of standard deviations above or below the mean score assigned by that

subject. For example, consider the 3D scores of the depth range test in Figure 5.24. The original videos
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Figure 5.22: Phase I - 3D - subject normalized
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Figure 5.23: Phase I - overall - subject normalized
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Figure 5.24: Phase II - 3D - subject normalized
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Figure 5.25: Phase II - overall - subject normalized
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Figure 5.26: Phase III - 3D - subject normalized
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Figure 5.27: Phase III - overall - subject normalized
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had an average normalized score of slightly under 1.0 while both sets of modi�ed videos had an average

normalized score of slightly under 0.0. This implies that in the average case, a subject assigned the two

modi�ed videos an average score (on his/her own scale), while he/she gave the original video a score that is

about one standard deviation above his/her average score.

By comparing these �gures to the previous ones, we see that the general patterns of the results really

did not change very much. This is a comforting outcome, and suggests that the subject bias does not play

a huge role. The largest change is that for the frame rate / decimation test of Phase III, the overall scores

of the modi�ed videos dropped quite a bit (moreso than before) compared to the scores of the original.

The relevant t-tests were recomputed and the results shown in Tables 5.8 through 5.10. The normal-

izations tended to lower the p-values. In some cases, a p-value which was previously slightly above the�

threshold of 0.05 was lowered to be below 0.05. Thus based on these statistics, we conclude that in those

cases the modi�cations did in fact make the videos look signi�cantly worse than the originals.

5.2.12 Content bias

Content bias occurs due to the distinct content in each video. Some videos received higher all-around

scores because they contained more interesting or excitingmaterial. Similar to the previous case, we can

attempt to remove this bias through normalization. By normalizing using the same formulascorenorm =

(scoreraw � � )=� , where � is now the mean of the speci�c video's raw scores and� is the standard deviation

of the speci�c video's raw scores, each of the 12 video's set of normalized scores will have a mean of zero

and a standard deviation of one. When computing the mean and standard deviation of the scores of each of

the 12 videos, all 27 subject's scores from all three phases were used.

The results are summarized in Figures 5.28 through 5.33. Again, we see that there is no signi�cant

change in the results. The relevant t-tests were recomputedand shown in Tables 5.11 through 5.13. This

time around, the p-values were largely unchanged.

Interaction between subject bias and content bias was not explicitly tested. However, it is very likely

that the e�ect of the interaction is small, since the e�ect of individual biases was determined to be small.

5.2.13 Lessons learned and future work

Based on the experiment conducted, we can draw the followingconclusions about the human visual system

in relation to 3D video perception on an autostereoscopic display:

� We are very good at detecting the presence of 3D e�ect.
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Table 5.8: Phase I t-tests (using subject normalized scores)

3D Awareness and Recognition Frame Rate
Original vs. Awareness Original vs. Recognition Original vs. 20 fps Original vs. 15 fps

3D 3.9e-6 0.0001 0.3945 0.7355
Overall 0.0474 0.0131 0.0411 0.3132

Depth Interpolation Depth Resolution
Original vs. Third frame Original vs. Fifth frame Original vs. # 8 Original vs. # 16

3D 0.5082 0.1012 0.0817 0.0067
Overall 0.8161 0.0170 0.3013 0.3322

Table 5.9: Phase II t-tests (using subject normalized scores)

Depth Range Frame Rate
Original vs. 1/2 Intensity Original vs. 1/4 Intensity Original vs. 12 fps Original vs. 10 fps

3D 0.0409 0.0568 0.3007 0.5513
Overall 0.0107 0.0421 0.6203 0.4361

Depth Quantization Depth Resolution
Original vs. Multiples of 4 Original vs. Multiples of 8 Original vs. # 2 Original vs. # 4

3D 0.7734 0.2710 0.1440 0.9390
Overall 0.8643 0.0420 0.5290 0.9510

Table 5.10: Phase III t-tests (using subject normalized scores)

Frame Rate / Quantization Frame Rate / Resolution
Orig. vs. 15 fps / # 2 Orig. vs. 10 fps / # 4 Orig. vs. 15 fps / x 2 Orig. vs. 15 fps / x 4

3D 0.9445 0.9380 0.3143 0.4638
Overall 0.4505 0.5987 0.1116 0.1251

Quantization / Resolution Frame Rate / Quantization / Resolution
Orig. vs. x 2/ # 2 Orig. vs. x 4/# 4 Orig. vs. 15 fps/x 2/ # 2 Orig. vs. 15 fps/x 4/ # 4

3D 0.6112 0.1337 0.0473 0.0158
Overall 0.7569 0.3477 0.0910 0.0614
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Figure 5.28: Phase I - 3D - content normalized
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Figure 5.29: Phase I - overall - content normalized
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Figure 5.30: Phase II - 3D - content normalized
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Figure 5.31: Phase II - overall - content normalized
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Figure 5.32: Phase III - 3D - content normalized
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Figure 5.33: Phase III - overall - content normalized
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Table 5.11: Phase I t-tests (using content normalized scores)

3D Awareness and Recognition Frame Rate
Original vs. Awareness Original vs. Recognition Original vs. 20 fps Original vs. 15 fps

3D 0.0001 0.0002 0.6494 0.9249
Overall 0.0619 0.0224 0.0693 0.3890

Depth Interpolation Depth Resolution
Original vs. Third frame Original vs. Fifth frame Original vs. # 8 Original vs. # 16

3D 0.5321 0.1030 0.2484 0.0509
Overall 0.7297 0.0296 0.2492 0.4405

Table 5.12: Phase II t-tests (using content normalized scores)

Depth Range Frame Rate
Original vs. 1/2 Intensity Original vs. 1/4 Intensity Original vs. 12 fps Original vs. 10 fps

3D 0.0786 0.1190 0.2968 0.4461
Overall 0.0097 0.0980 0.7187 0.5980

Depth Quantization Depth Resolution
Original vs. Multiples of 4 Original vs. Multiples of 8 Original vs. # 2 Original vs. # 4

3D 0.8854 0.1394 0.0877 0.9657
Overall 0.9477 0.0961 0.2017 0.9263

Table 5.13: Phase III t-tests (using content normalized scores)

Frame Rate / Quantization Frame Rate / Resolution
Orig. vs. 15 fps / # 2 Orig. vs. 10 fps / # 4 Orig. vs. 15 fps / x 2 Orig. vs. 15 fps / x 4

3D 0.9375 0.8433 0.2840 0.3247
Overall 0.4437 0.5309 0.1067 0.1451

Quantization / Resolution Frame Rate / Quantization / Resolution
Orig. vs. x 2/ # 2 Orig. vs. x 4/# 4 Orig. vs. 15 fps/x 2/ # 2 Orig. vs. 15 fps/x 4/ # 4

3D 0.6492 0.2925 0.0488 0.0179
Overall 0.7379 0.3891 0.0768 0.0344
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� We are also quite good at noticing when an existing 3D e�ect ispresent only at a lower intensity, and

also when it slowly fades away (thus change blindness does not apply).

� We are not good at identifying low frame rates and jerky motion.

� We are not good at detecting a relatively low reduction in 3D depth detail, but decent in detecting

moderate reductions.

� When multiple aspects of the video are degraded, the total e�ect on our perception of quality is

somewhat additive of the individual e�ects.

Frame rate reduction provides a substantial reduction in �l e size (50% for 15 fps, 67% for 10 fps), is easy

to implement, and does not tend to lower perceived quality. For these reasons it is the best choice to modify

to improve source coding e�ciency. Depth resolution decimation by small factors leads to modest reductions

in �le sizes (a factor of 3/16 for # 2, 15/64 for # 4), and also does not tend to lower perceived quality, but is

more di�cult to implement in a real world, online setting. It is perhaps the second best choice to modify. If

both frame rate reduction to 10 fps and depth resolution decimation by 4 are used, then the modi�ed video

will have a �le size a factor of 49/192 of the original size, which is just over one-quarter the original size.

Ultimately, as with the case with any source coding analysis, what decides the best approach to take

is how much storage space or bandwidth is available and how much we care about quality. If we have a

near in�nite amount of storage space or bandwidth, we shouldprobably neglect the tested factors and just

code the video like it previously has been done, or with even higher �delity than before. On the other

hand, if resources are scarce, then these tested factors area good place to start, and in fact, it might be

the case where you are forced to make a compromise that does infact lower perceptual quality a lot. The

application will primarily dictate how important quality i s. If the video is for medical use, then quality is

very important, whereas for a \3D Youtube" application, qua lity is not nearly as important.

There certainly is potential for further work in this area. T here tested factors are perhaps only a subset

of the imaginable factors that exist. Testing other factorscould lead to new insights. Also, there were several

issues brought up in this experiment that were not addressed. Addressing these issues would clear up some

doubts that are cast upon the results and conclusions of thisstudy.
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CHAPTER 6

CONCLUSION

As its title suggests, this thesis provided insight behind the process of designing, implementing, and evalu-

ating, a secure 3D video system. In the end, it encompassed aninteresting study that touched upon several

di�erent areas of computer science and electrical engineering. The results of the study had an immediate

practical bene�t to the TEEVE project and community, and it a lso help to form a model from which future

similar systems can be compared to. As mentioned, there are some aspects and issues with the system, both

at the practical and theoretical levels, that can be improved and expanded upon, and thus might warrant

future study and investigation.

6.1 Summary of the Contributions of This Thesis

This work can perhaps be called a \three-point thesis" in more ways than one. First, there we characterize

three points of the thesis in terms of the three main phases inthe overall process of creating a secure 3D video

system, namely the design phase, the implementation phase,and the evaluation phase. The design phase

�rst analyzed the existing system and looked at its de�ciencies, notably the lack of a security mechanism

in the 3D video data transmission and the lack of a 3D display,and then proposed a new system that

addressed and �xed these issues. Next, the implementation phase involved writing the necessary software

and assembling the hardware for the new system. Finally, theevaluation phase analyzed the new system

both qualitatively and quantitatively to see how well the sy stem stacks up, in terms of both how e�ective

the system is and how satis�ed people using the system are.

From another viewpoint, we can characterize three points ofthe thesis in terms of the three technical

topics that were covered, namely video encryption and security, autostereoscopic displays, and user studies.

Studying video encryption involved developing a test program and running it on recorded video data to

determine the most appropriate implementation of security. Eventually, it was determined that for the

current generation of TEEVE, standard encryption with the A ES algorithm was fast enough for our purposes.

Integrating the Philips 3D display into the existing TEEVE s ystem involved understanding how the 3D video
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interface operates, and then writing software to transcodethe 3D video data from the internally stored format

in TEEVE into the format used by Philips. This involved, amon g other things, the conversion of absolute

depth data to disparity data and the hardware rendering of the 3D points with the graphics GPU. The user

studies involved �nding di�erent attributes of 3D videos to test, assembling a testbed of test videos, gathering

test subjects and conducting the experiments, and �nally analyzing the quantitative and qualitative data in

order to determine the e�ect that each attribute had on the quality of the videos. It was determined that

the human visual system is relatively bad at observing 3D videos on an autostereoscopic display, and that

factors such as frame rate and depth resolution can be lowered without signi�cantly a�ecting the subjective

quality of the videos. This observation is perhaps the most seminal and interesting �nding during the course

of the thesis research.

6.2 Future Work

6.2.1 Video encryption and security

The goal of the encryption implementation in this thesis wasto complete an implementation to a functional

state that could be used and tested. There are certain additional aspects that were omitted. For example,

key management and distribution was largely ignored. We assumed that the multiple sending and receiving

machines agree on a single key prior to the start of transmission. Furthermore, the same key is generated

from the same passphrase on each initialization oftiviewer. While this setup is OK in the testing and research

phase, it would probably be irresponsible to make these assumptions in a more polished and �nalized system.

There are likely several good key management and distribution algorithms that would be suitable for use,

and testing would help determine which one performs the best.

Since we are currently only using one common key for all the encrypted transmissions, either the entire

video transmission is viewable or none of it is viewable. It would likely not be too di�cult to use di�erent

keys for each link between each camera machine and the gateway machine. Then it would be possible to

allow for partial viewing of the transmission, where only the data from certain camera machine would be

shown.

Ultimately, it is preferable to use some kind of joint encryption and compression algorithm instead of

separate (naive) encryption and compression. Although it was determined that neither of these steps is

currently a bottleneck, one day the time will come where fastenough hardware exists to build a TEEVE

system that supports high frame rates. As noted previously,when a su�ciently high frame rate is realized,

then the time spent on encrypting and compressing the data will cause a noticeable slowdown on the system.
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By implementing joint encryption and compression now, we are \future-proo�ng" the system.

6.2.2 Autostereoscopic displays

The Philips 3D display used in this thesis is one of only several currently commercially available autostereo-

scopic displays. As autostereoscopic display technology is still in its infancy, we should expect to see cheaper

and more capable displays to hit the market in the coming years. A newer display made by Philips is likely to

have the same 3D video format as the current display, so it could simply be a drop-in replacement upgrade.

However, as there is currently no standard for 3D video formats, a display made by another manufacturer

is likely to have a di�erent interface, and so modi�cations t o the software will be necessary.

The best solution to this problem is to de�ne a common 3D videoformat and have the di�erent manu-

facturers utilize that format. Failing that, an alternate s olution would be to create a transcoding program

that can accept the common 3D video format as input and output the appropriate manufacturer's video

format to the display in question. This program would have very similar functionality as the code written

in tiviewer, except that since tiviewer only supports the one Philips display, this program would necessarily

be much more complex.

6.2.3 User studies

As no empirical study is perfect, there are some unaddressedfactors in the study conducted. Some of these

are technical factors, while others are factors in methodology. Following is a list of factors that would be

well suited to be addressed in future user studies.

� Screen size - It is well known that it is easier to be more critical of a video's 
aws when watching on

a larger screen, and that a video's 
aws are more easily hidden when watching on a smaller screen. It

is unknown how the results would change if this study was conducted on a smaller or larger screen.

� Viewing distance - The optimal distance for viewing the screen is 3 m, but there is no reason to assume

that all viewers are interested at viewing at that distance. Changing the viewing distance provides the

same e�ect that changing screen size would with regard to 
awidenti�cation. However, there is the

additional issue that moving to a nonoptimal distance impairs the subject's ability to clearly perceive

the 3D e�ect. It is unknown how the results would change if viewers were watching from a di�erent

viewing distance.

� Viewing position - There are several optimal spots (arranged on a semicircular arc) from which to view

the display, but clearly the one directly in front of the screen will provide the best experience. Only
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this one spot was tested, so it is unknown how much the resultsfrom another spot would di�er.

� Lack of direct comparisons - It is perhaps easier to see what is being modi�ed if the subject is shown

both the original and the modi�ed copy of a certain video. One reason this was not done in this study

is that in a real world scenario it is unlikely that a normal vi ewer would have two di�erent source

copies of the same video.

� Lack of prior knowledge of modi�cations - The subjects were not told what type of modi�cations to the

videos were made or what to expect in that department. If they were told what changes were made,

they would likely be more able to identify them. However, this would also create a psychological bias

where they are led to identify a modi�cation that in fact does not exist.

� Lack of experience with autostereoscopic displays - While basically everyone has seen a traditional 3D

display before, very few people have seen autostereoscopicdisplays. There is some kind of learning

factor associated with using a new device. If the same subjects were brought back in for further testing,

their previous experience will likely in
uence how they evaluate videos the second time around.
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